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Abstract: The problem of choosing a toolkit day after day, when the distribution of values of
different toolkits is unknown, is a multi-armed bandit problem with non-independent arms.
Accordingly, except for very simple specifications, this problem cannot (practically) be
solved, either analytically or numerically. Decision makers facing this problem must resort
to decision heuristics, employing past experience and, perhaps, what they know about the
problem. Reinforcement learning, where the decision maker (essentially) is guided entirely
by past experiences, is at the simpler andmore naive end of the spectrumof heuristics. But, in
this context, reinforcement learning can take a variety of forms, depending on the decision
maker’s unit of analysis (roughly, tools or toolkits). We examine and compare different
versions of reinforcement learning, using both analytical methods and simulations. (In a
companion paper, we examine more sophisticated heuristics in which the decision maker
engages in Bayesian updating of her prior beliefs.) (145 words)
Keywords: Heuristics, multi-armed bandits, reinforcement learning, behavioral decision
making

1. Introduction
Consider a professional services firm, themanager of whichmust decide onwhom to employ

to meet the challenges that arise from day to day. Is Expert A going to be worth his salary? By
looking at A’s c.v. and talking to A’s references, the manager can form a prior assessment on
the matter. But imagine that, to know how valuable A will be on this particular job, A must
be hired and tested on the job. The problem is still solvable, as a statistical decision problem,
if A’s contributions are additively separable from the rest of the manager’s staffing decisions.
But, more realistically, A’s contributions will depend on those other decisions. For one thing,
the manager may need to have on staff one individual with A’s special talents. Should she
hire Candidate A1 or Candidate A2? If she must hire one or the other, the problem becomes,

1 Assistance from David Aldous, Lanier Benkard, Hans Föllmer, Gerd Gigerenzer, Michael Harrison, Guido Im-
bens, Daniel Russo, Edward Schlee, Benjamin Van Roy, and anonymous referees of earlier versions of the paper, as
well as comments by seminar participants at Stanford University, Bocconi University, Princeton University, NYU, and
the University of Washington Bothell, are gratefully acknowledged, as is the financial support of ERC Advanced Grand
32419 and the Stanford Graduate School of Business. This paper extends results obtained in Chapter 3 of the Ph.D.
thesis of the first author.
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essentially, a multi-armed bandit problem. But if she can hire both, at least at the outset, the
problem is a more difficult multi-armed bandit problem, with three arms to the bandit: Hire
only A1, hire only A2, or hire both. And suppose there are possible interactions between the
professionals she hires; suppose it is possible that A1’s abilities complement those of B1 and/or
B2, but the only way she learn this is by having A1 and B1, or A1 and B2, or A1 and both B1
and B2 on staff.

Even a simple and stylized formulationof this problembecomes too complex to solve exactly:
A decision maker (she) must choose at each date t = 0, 1, . . . a subset of tools to have on hand.
The universe of possible tools is a finite set X ; we let Kt ✓ X denote the toolkit she chooses
at date t . The performance of each tool at date t is given by the random function vt : X ! R+ .
A gross benefit function U : (R+)X ! R+ is given such that the decision maker’s gross benefit
at time t from toolkit Kt is U

�
(vt(x) ·1Kt(x))x2X

�
, where 1Kt is the usual indicator function.

That is, the overall gross value of the toolkit is a function of the performance levels of the various
tools, where a tool that is not in the toolkit is taken to have performance level zero. 2 To have a
very specific example to think about, suppose that U (v) := maxx2X v(x). Hence, if the decision
maker is carrying toolkit Kt at time t , her gross benefit is maxx2Kt vt(x) ; it is as if, at each
date, only one tool out of the toolkit is used, the tool with the highest performance level.

The decision maker must pay for the tools she selects at each date. The cost of toolkit K (at
any date) is given by a function C(K) with the properties that C(;) = 0 and C(K) > C(K0) if
K � K0 but K /= K0 . For a concrete example, think of C(K) =

P
x2K cx , where cx > 0 is

the per-period rental price of tool x . Then the decision maker’s net benefit at time t , given her
choice of Kt and the vector of realized performance levels of the tools vt , is

W (vt,Kt) := U
�
(vt(x) · 1Kt(x))x2X

�
� C(Kt).

The decision maker’s problem is to choose her sequence of toolkits dynamically, to maximize
the sum of the discounted (at some discount rate � 2 (0, 1)) expected values of W (vt,Kt) .

Finish the formulation with the following two assumptions:

1. The vector sequence {vt; t = 0, 1, . . .} is i.i.d. with distribution µ where, for simplicity, we
assume that µ has finite support. The decision maker doesn’t know µ ; perhaps she has a
prior over µ and perhaps not.

2. At date t , the decision maker observes the performance levels of vt(x) only for those x

that are in the toolkit she selects, Kt . Hence, in principle, the decision maker faces a
2 The dot in vt(x) · 1Kt (x) may be confusing. This does not denote the dot product of two X -dimensional vectors.

Rather, it is the X -dimensional vector formed by taking the product of corresponding components of each.
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exploration–exploitation dilemma: If she thinks a particular tool is unlikely to be useful, but
she believes there is a chance it might be, she might choose to include the tool in her toolbox
(and pay its rental cost) to learn about it.

Of course, the “tools” in our formulation correspond to the staff members in our motivating
example; a toolkit is the staff assembled in any given period. The formulation assumes that the
manager can vary her staffing decisions period-by-period at no cost other than the per-period
wages of a particular staff; given the realities of human resource management, this is a certainly
a simplification of reality. The notion that the contribution of a particular toolkit, or staff, is a
function of the “within-period” performance levels of each tool in the toolkit, that performance
is one-dimensional, that the manager knows this function, and that the sequence of performance-
level-vectors is i.i.d. up to some unknown distribution—so, for instance, assembled teams do
not learn and improve by working together—are further simplications.

Even with all these simplications, a fully-fleshed out Bayesian-decision formulation of this
problem—where the decision maker begins with an assessment that the vector sequence {vt}
is exchangeable (i.i.d. up to some unknown distribution)—is a variety of multi-armed bandit
problem that, in any but the simplest parametric specifications, cannot be solved exactly. One can
solve multi-armed bandit problems, at least in theory, if the “arms” of the bandit are statistically
independent—that is, if learning about the return distribution of one arm tells the decision maker
nothing about other arms—using thewell-knownGittins Index (Gittins and Jones, 1974). But, in
this formulation, the arms of the bandit—the possible choices in any period—are the subsets of
X . These arms are not independent on two grounds. First, the formulation does not assume that
the various components of the random vector vt are independent of one another. That wouldn’t
be entirely natural in this setting: If, say, the tools include a selection of wrenches (or tax
specialists), then learning about the value of one wrench (tax specialist) might provide valuable
information about the value ofwrenches (tax specialists) in general. And,more fundamentally, as
the “arms” are subsets of X , learning about the distributions of (vt(x))x2K provides information
about (vt(x))x2K0 if K and K0 have nonempty intersection.

Real economic agents face problems with this basic structure, they make decisions, and
they live with the consequences. How do they proceed? Presumably, they employ heuristics
or rules of thumb (or just “go with their gut”).3 4 The heuristics employed could range from

3 Hence the title of this paper is not Choosing the Best Toolkit, but instead Choosing a Good Toolkit.
4 The book and, later, movie Moneyball, concerning the management of the Oakland A’s baseball team by General

Manager Billy Beane, is filled with decision making of this sort. Traditional baseball selection processes, which are
denigrated in the book andmovie, select players to be drafted by “how they look” rather than “how they perform”; Beane,
the story goes, does better by looking at performance data. And, at one point, Beane advocates a simple linear heuristic:
A line-up is judged by the sum of the on-base-percentages of its constituent parts. That may be a more sophisticated
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relatively simple-minded to quite sophisticated and complex. In this paper, we examine the
simple-minded end of the spectrum: We consider reinforcement-learning heuristics, in which
the decision maker looks only at evidence she has gathered in the past.

Simple models of learning have a very long history in cognitive psychology; Gigerenzer
and Todd (2000) is an excellent first reference. They have also been studied in various forms
in economic contexts. Early references (which discuss the use of heuristics generally) include
Simon’s (1959, 1979, 1982a, 1982b, 1997) discussion of bounded rationality, Baumol andQuant
(1964) on rules of thumb and Radner (1975) on satisficing. More recent work, which emphasizes
reinforcement (or adaptive) learning includes Roth and Erev (1998), Schlag (1998), Lettau and
Uhlig (1999), Rustichini (1999), and Easley and Rustichini (1999, 2005).

The basic notion of reinforcement learning can and has been “twisted” in a number of
interesting directions. For instance, Schlag (1998) considers the issue of social learning and
imitation. If you are learning in the company of others, whom should you imitate? Easley and
Rustichini (2005) consider situations where the underlying process is “complex,” not i.i.d., but
(say) a Markov process (so, essentially, the decision maker is trying to understand the transition
probabilities, so she canmake good contingent decisions). Milgrom andRoberts (1991) examine
reinforcement co-learning in the play of normal-form games.

In the context of this paper, different answers can be given to the question, reinforcement
learning about what? In reinforcement learning, the decision maker essentially uses the past to
compute indices-of-goodness of the variety of choices she might make. Here, her basic “unit
of analysis” can be either the tool or the toolkit. She can ask either, Should a particular tool
be included? How good is this or that tool? or How good is this toolkit? Since value accrues
from the toolkit, it is perhaps obvious that the correct unit of analysis is the toolkit. But with
N tools, there are 2N toolkits, so the decision maker might decide that it is simpler to make
her unit of analysis the tool rather than the toolkit. How big a price (in terms of her long-run
performance) does she pay by doing so? And how should the value of a tool be computed? Is
it the “simple value” of the tool, or the value it adds incrementally to other tools? And, while
simple reinforcement learning does not take explicit account of the exploration–exploitation
tradeoff, simple and accessible variations on reinforcement learning (such as upper confidence
bounds), adapted from the bandit-learning literature of computer science,5 are available: Do
they add much value? Finally, given the manner in which we’ve formulated the problem, the
exploration–exploitation tradeoff is not an either–or issue. We assume that the decision maker

heuristic than “how the players look,” and the thesis of the book and movie is that it proved to be a much more successful
heuristic. But it is still, surely, a heuristic.
5 The literature on bandit-learning algorithms that spans Computer Science and Operations Research is quite broad.

We discuss that literature in our companion paper on more sophisticated heuristics.
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can update her indices-of-goodness of all tools in the toolkit she chooses (if she has chosen to
focus on a tools-level analysis), or on all toolkits that are subsets of the toolkit she chooses, if
she chooses toolkits as her unit of analysis.

In this paper, we shed light on these questions through a mixture of simple examples, formal
propositions, and the simulation of different forms of reinforcement learning in more complex
problems. General conclusions are presented in the final section.

(An Appendix to this paper provides the detailed proof of one less significant proposition,
R-language scripts that we used in our simulations, and complete data from the simulations. A
link to the Appendix can be found at https://www.uwb.edu/business/faculty/afrancetich. Please
note that this Appendix is a folder that includes a pdf with the proof and then an explanation of
all the other items in the folder, R-language scripts, and Excel spreadsheets.)

2. Formulation details
Weemploy the following general formulation (the formulation in the introduction is a special

case):

• A decision maker (she) must, at each date t = 0, 1, . . . , choose a subset Kt from a given
finite set X of tools.

• At date t , some “state of the world” vt prevails. The value of vt is drawn from some finite
set V . (In our examples, V ⇢ RX

+ , where v(x) is the “value” of tool x . But in the general
formulation, V is an arbitrary finite set.)

• The immediate net reward or payoff to the decision maker in period t depends on vt and
the toolkit that she has chosen, Kt , and is given by a function W (vt,Kt) .

• The sequence {vt} is i.i.d., with each vt having distribution µ , a probability distribution on
V . The decision maker does not know µ and, in this paper, she makes her toolkit decision
at time t based on what she has managed to observe up to time t .

• The decision maker’s choice of toolkit affects what she observes. For each K ✓ X , there
is a partition � (K) of V , and if she chooses Kt at time t , she learns which cell of the
partition � (Kt) contains vt . We assume that � (X) is the finest partition (if she chooses
Kt = X , she learns the value of vt ), and we assume that � (;) is the coarsest partition; if
Kt = ; , she learns (in period t) nothing. We assume that if K ✓ K0 , then � (K0) is a
(weak) refinement of � (K)—that is, a larger (in the sense of set inclusion) toolkit provides
at least as much information—and that, for each v and K , W (v,K) is constant on each
cell in the partition � (K) ; that is, the decision maker learns her immediate payoff.
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The preceding paragraph contains the key feature of ourmodel, whichwe should empha-
size. A simple form of reinforcement learning would posit that, at time t , having selected
Kt , the decisionmaker observes only her immediate reward W (vt,Kt). She uses this datum
to refine her impression about the value of Kt , but makes no “inference” at all about the
values of any other toolkit.

We suppose, instead, that the decision maker uses the partition � (Kt) to update her
impression of the value of other toolkits. Specifically, since (we assume) � (K) is a (weak)
coarsening of � (Kt) for all K ✓ Kt , and since we assume that W (v,K) is constant on
each cell of the � (K) partition, when the decision maker learns at time t the cell of � (Kt)
that contains vt , in principle she learns which cell of � (K) contains vt , for all K ✓ Kt .
Hence, she learns what would have been her immediate payoff W (vt,K) for all K that
are subsets of Kt . We assume, in what follows, that even the most naive decision maker is
capable of these calculations.

This is not a trivial or obvious thing to assume. If we look at reinforcement-learning
models, we are (necessarily) assuming that the decision maker is fairly unsophisticated.
Yet we are assuming that she is sophisticated enough to do the sorts of “calculations” just
described. We believe that this assumption is reasonably sensible in specific formulations
of the information partitions � (·) ; we elaborate on this point when we get to those specific
formulations.

• On behalf of the the decision maker, we evaluate outcomes (of different heuristics she might
employ) as the average or expectation of the normalized discounted sum of immediate
payoffs, discountedwith some discount factor � < 1. That is, her overall payoff, over which
she averages, is (1��)

P1
t=0 �

tW (vt,Kt) . 6 She seeks to choose toolkits sequentially, based
on information she receives, that do well according to this criterion.

The following notation is used. For each set K , let w(K) :=
P

v2V µ(v)W (v,K) , w⇤ :=
max{w(K) : K ✓ X} , and K⇤ = {K ✓ X : w(K) = w⇤} . That is, w(K) is the expected
value (according to µ) generated by K , w⇤ is the value of the optimal toolkit, and K⇤ is the
set of optimal toolkits.

Special cases and assumptions

Many of our theoretical results can be given in this quite general formulation but, for other
results, special cases and further assumptions are needed. And, especially when we resort to

6 By pre-multiplying with (1� �) , we normalize the discounted sum so that it is on a scale of the per-period payoffs.
This allows us, for instance, to discuss the limiting behavior of the decision maker’s overall payoff, as � ! 1 .
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simulations, we require a very concrete formulation. For these purposes, consider the following
special cases and assumptions.

• Weoccasionally assume thatW (v,K) is submodular in K for each v . That is, for all K and
K0 , and for all v , W (v,K) +W (v,K0) �W (v,K [K0) +W (v,K \K0) or, equivalently
and (in this context), perhaps more transparently, for all v , K0 , K , and x 2 K0 , such that
K0 ✓ K ,

W
�
v,K

�
�W

�
v,K \ {x}

�
W

�
v,K0��W

�
v,K0 \ {x}

�
.

In words, for x 2 K0 ⇢ K the incremental value that x adds to the toolkit K \ {x} is no
larger than the incremental value it adds to K0 \ {x} , for any realization of v . Tools gain in
incremental value as the toolkit to which they belong shrinks. This assumption, when made,
rules out complementarities between tools (for a given v ): If x is a bolt and x0 is the nut
that fits x , this assumption is unreasonable, for instance, if K0 = {x} and K = {x, x0} .

• The model described in the introduction is the following special case: V ✓ (R+)X , so that
vt = (vt(x1), . . . , vt(xN )) , where x1, . . . , xN is an ennumeration of the set of tools X . We
interpret vt(x) as the (one-dimensional) performance of tool x at time t , and we assume
that W (vt,Kt) takes the form

W (vt,Kt) := U
�
(vt(x) · 1Kt(x))x2X

�
� C(Kt),

where U : (R+)X ! R+ is a nondecreasing function, (vt(x) ·1Kt(x))x2X is the vector from
(R+)X whose x th component is vt(x) if x 2 Kt and is 0 if x 62 Kt , 7 and C : 2X ! R+

satisfies C(;) = 0 and C(K) < C(K0) if K ⇢ K0 and K /= K0 . The C function
represents the “rental cost” of various toolkits, and U translates the performance levels of
individual tools in the toolkit on a given date into a gross immediate benefit (gross of the
rental cost). The assumption that U is nondecreasingmeans that a higher performance level
of a tool cannot decrease the overall gross benefit provided by the toolkit; combined with
the application of U to the “censored” vector (vt(x) · 1Kt(x))x2X , it means that a tool not
in the toolkit contributes zero (the lowest possible performance level of vt(x)) to U .

And in this special case, � (Kt) is the partition of V given by the components of v that
are in Kt ; that is, the decisionmaker observes the immediate performance levels of the tools

7 Again, the dot in (vt(x) ·1Kt (x))x2X is not a dot product but instead the x -component-by-x -component product
of vt(x) and the indicator function of the set Kt .
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in her toolkit, but not the performance levels of tools that she did not take on this day. Please
note the emphasis on observes. (This specification, we believe, makes it plausible that the
decision maker can take the data she sees on day t , namely vt(x) for x 2 Kt , and use this
to update her impressions of what would have happened had she chosen a smaller toolkit
K ✓ Kt . This, we note, means that while she doesn’t know µ , she fully understands the
gross benefit and cost functions U and C .)

• A specific functional form for this special case that we use in creating most of our examples
is

WMAX(v,K) = max
x2K

v(x)�
X
x2K

cx

for some function c : X ! R++ . This very special case goes with the following story: On
each day, each tool has a gross value in use and, once in the field with a toolkit Kt , the
decision maker learns how valuable each tool x 2 Kt will be, vt(x) . She can only employ
one tool (and receives a gross payoff equal to its value that day), so (of course) she chooses
the tool that maximizes her immediate payoff; this is the maxx2K v(x) portion of the net
payoff function. Finally, rental costs are additive, with cx the cost of renting tool x for the
day; this is the second part of WMAX . Note that WMAX is submodular in K for fixed v .

• If we interpret vt(x) as performance level of tool x at date t , the question arises: Should we
assume that these performance levels are independent of one another? That is, is µ such that
vt(x) and vt(x0) are independent of one another or (possibly) correlated and, if the former,
is the decision maker aware of this? We will not necessarily assume independence, but it is
an important special case that we will consider as we proceed.

3. Performance Indices
Reinforcement learning heuristics are based on performance indices or statistics gathered

from the observed history of outcomes. Under the assumptions we have made, the decision
maker can gather performance data at date t concerning all toolkits K that are subsets of the
toolkit Kt that she chooses, as well as on all tools that are members of Kt . Accordingly, she
can (perhaps “could” is better) be keeping track of the following performance indices. First are
statistics that record the dates and number of dates at which she has data on a given toolkit or
tool:

T (x, t) := {s = 0, 1, . . . , t� 1 : x 2 Ks} and N (x, t) := #T (x, t), and
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T (K, t) := {s = 0, 1, . . . , t� 1 : K ✓ Ks} and N (K, t) := #T (K, t),

where # is short-hand for “the cardinality of.” In words, T (·, t) gives the set of time indices
from 0 to t � 1 at which data appropriate to the unspecified argument (a tool or a toolkit) is
available, and N (·, t) gives the number of such time indices. Of course, these functions are
defined along a realization; they depend on the sequence of toolkits K0 , K1 . . . chosen by the
decision maker, which in turn can depend on the realization of the vt -vectors. Throughout, we
suppress this dependence.

Next we define “average performance” indices for toolkits and tools. For toolkits,

V(K, t) := 1
N (K, t)

X
s2T (K,t)

W (vs,K).

This is the average return from a toolkit K , computed for all instances s  t where K was a
subset of Ks .

For tools, we propose two indices. The first, which is only applicable in cases where
W = WMAX , is the total (or actual) value tool x has provided through time t :

G(x, t) :=
X

s2T (x,t)

vs(x) · 1vs(x)=max{vs(x0);x02Ks} � cxN (x, t).

This index is an over-estimate of value a tool x has provided, insofar as it gives full credit to all
tools x 2 Ks that are tied for being most valuable on that date.

Our second performance index for tool x , which works for general W , is its incremental
contribution index:

I(x,K, t) := 1
N (K, t)

X
s2T (K,t)


W
�
vs,K

�
�W

�
vs,K \ {x}

��
. (4.1)

This measures, for each tool x and toolkit K that contains x , the average incremental contri-
bution x made to K , averaged over all dates s < t where K ✓ Ks .

4. Reinforcement-learning Heuristics
Within the context of thismodel, themost “natural” version of reinforcement learning is done

at the level of the toolkit. The decision maker chooses at time t whichever toolkit has the best
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average performance so far; that is, whichever maximizes V(K, t) . Of course, in implementing
any reinforcement-learning heuristic, there must be a “start-up” process. Often this consists of
the decision maker assigning prior indices to each toolkit V0(K) and with prior “confidence
weights” n0(K) on these indices, so that V(K, t) is redefined as

V(K, t) := 1
N (K, t) + n0(K)


n0(K)V0(K) +

X
s2T (K,t)

W (vs,K)
�
.

An alternative is to suppose that, at the outset, the decisionmaker gathers data on the performance
of all toolkits. This alternative is particularly attractive in this setting, because by setting K0

through K⌧ for some ⌧ equal to X , she gets ⌧ pieces of data about the performance of every
toolkit. Of course, this comes at a cost: Renting all the tools, if there are many tools, may
be extremely expensive, and if � (the discount factor) is far from 1, this cost may swamp the
benefits. Put differently, if we assume that the decision maker starts in this fashion—chooses
K⌧ = X for the first ⌧ periods—then we must consider the tradeoff between the information
received and the cost incurred. But, recognizing that this tradeoff must be considered, this is
how we proceed:

The Simple Set-Based (with recall) (SSB) Heuristic. For some fixed-in-advance ⌧ > 0 ,
choose Kt = X for all t < ⌧ . At each time t � ⌧ , choose for Kt that toolkit K ✓ X that
maximizes V(K, t) .

This heuristic pays no attention to the quantity of information received about a particular
toolkit. Since the nature of this problem is clearly one of exploitation versus exploration, the
decisionmaker might consider variations that either (a) occasionally gather information on every
toolkit (by choosing Kt = X ) or (b) give an edge to toolkits that have not been tried as much
as others and that might reasonably be supposed to provide greater rewards. The first of these
suggestions is easily implemented.

The SSB with Harmonic Sampling (SSBH) Heuristic. For some fixed-in-advance ⌧ > 0 ,
choose Kt = X for all t < ⌧ . At each time t � ⌧ : If t = ⌧ + n2 for n = 1, 2, . . . , choose
Kt = X ; otherwise, choose for Kt the toolkit that maximizes V(K, t) .

Implementing b takes a bit more ingenuity, but the upper-confidence-bound heuristics that
are popular in the computer-science and OR literatures suggest how to proceed. First, we need
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to add a fourth performance index:

�2(K, t) := 1
N (K, t)� 1

X
s2T (K,t)

⇥
W (vs,K)� V(K, t)

⇤2;

this is the sample variance of the rewards generated by toolkit K . Then:

The Upper-Confidence-Bound (UCB) Heuristic. For some fixed-in-advance ⌧ > 0 , choose
Kt = X for all t < ⌧ . For t � ⌧ , choose for Kt whichever toolkit K maximizes

V(K, t) + �

s
�2(K, t)
N (K, t)

,

for a second parameter � > 0 .

The explanation for the name should be clear. The term under the square-root sign is (roughly)
the variance of the estimate of V(K, t) . So the full displayed term is the upper endpoint of a
confidence interval for this unknown quantity—� paramaterizes the width of this confidence
interval—and the heuristic calls for the decision maker to choose whether toolkit has the largest
upper endpoint of these confidence intervals.

A disadvantage of these three heuristics is that they require evaluation of each toolkit. If #X
is the number of tools, there are 2#X � 1 toolkits to evaluate. It would be preferable on these
grounds to evaluate individual tools rather than toolkits. And, we venture to assert, this seems
to us more in line with how individuals make these sorts of decisions: It is less a matter of “do
I need to replace this staff with another, perhaps completely different staff?” than it is “which
(individual) employees are pulling their weight?” At the level of individual tools, two heuristics
are suggested. The first is only applicable to the case where W = WMAX :

The Total-Contribution (TC) Heuristic. For some fixed-in-advance ⌧ > 0 , choose Kt = X for
all t < ⌧ . For t � ⌧ , let Kt := {x 2 X : G(x, T ) � 0} .

In words, the decision maker asks, “Has tool x ‘paid for itself’?” If not, the tool is dropped.

The Simple Incremental Contribution (SIC) Heuristic. For some fixed-in-advance ⌧ > 0 ,
choose Kt = X for all t < ⌧ . At time t � ⌧ , consider I(x,Kt�1, t) for each tool x 2 Kt�1 .
If I(x,Kt�1, t) � 0 for all x 2 Kt�1 , set Kt = Kt�1 . If I(x,Kt�1, t) < 0 for any tool
x 2 Kt�1 , drop the tool x that minimizes I(x,Kt�1, t) . (In case of a tie for worst, drop one
tool, chosen by some rule.)
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Or, in words, drop whichever tool tool (if any) has provided the most negative incremental value
to the current toolkit.

When either of these tool-based heuristics drop a tool, that tool can never return. In TC, this
is because no further information about the tool is received; if it did not “pay for itself” at some
date t , it continues to fail this test at all future dates. And in SIC, the heuristic by design only
looks at date t at tools that were in Kt�1 .

SIC, as defined, only drops one tool at a time. If the number of tools is large, and if � is
far from 1, this (potentially) makes it inefficient; one might prefer a version of this heuristic that
can drop more than one tool at a given date. This, however, can be dangerous. Consider, for
instance, a situation in which there are two tools, x and x0 such that W (v, {x}) = W (v, {x0}) >

W (v, {x, x0}) > 0 for all v . (This happens if W = WMAX , the values of x and x0 are perfectly
correlated, and their strictlypositive rental costs are identical.) Then, at time T , I(x, {x, x0}, t) =
I(x0, {x, x0}, t) < 0, since both are the average of termsW (vt, {x, x0})�W (vt, {x}) for t < T ,
all of which are strictly negative. If the heuristic involved dropping all tools with a negative
incremental contribution, both would be dropped. The problem here is that, in general, the
incremental value of any tool is “likely” to increase the smaller is the set of tools to which it
is a member; this is certain to be true if W is submodular. So consider consider the following
variation on SIC.

The Iterated-Incremental-Contribution Heuristics (IIC). For some fixed-in-advance ⌧ > 0 ,
choose Kt = X for all t < ⌧ . For t � T , initiate the heuristic by (temporarily) setting L = X .

Step A. (Re-)Evaluate I(x,L, t) for each x 2 L . If I(x,L, t) � 0 for all x 2 L , then set
Kt = L . If not, go to Step B.

Step B. Choose any x0 that minimizes I(x,L, t) . (Of course, I(x0, L, t) < 0 .) Reset L by
deleting from the (previous) L the element x0 . If the reset L is empty, set Kt = ; . If
not, go back to Step A.

Since in each step that this procedure doesn’t terminate, L shrinks by one element, the procedure
must terminate after finitely many steps.

One rationale for moving away from set-based heuristics was to decrease the computational
load facing thedecisionmaker: Insteadof (re-)evaluating 2N�1 sets, thedecisionmaker onlyhas
to evaluate N tools. But in IIC, more (re-)evaluations are needed each time Step A is repeated.
Still, IIC lessens significantly the computational burden: Since a tool is eliminated on each
iteration, the total number of evaluations can be no larger than N+(N�1)+. . .+1 = N (N+1)/2.

And, in fact, the number of evaluations required in each stage for the tool-based heuristics is
likely to be smaller still. We have already remarked that, in TC and SIC, tools once eliminated
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never need to be reconsidered. We did this by design in the case of SIC; since the decisionmaker
drops at most one tool at each date, we want to avoid the possibility that she drops the same
tool at each date, which she might do if she started at each date considering all tools. In IIC,
since she can drop more than one tool at time t , the process begins with L = X , giving her the
freedom to evaluate all tools in X at each date t � ⌧ .

But, as long as she breaks ties in step B in a consistent and deterministic manner—say, she
ennumerates the tools at the start, and she breaks any ties by eliminating the tool that has lowest
index among all those that tie for worst—this freedom adds nothing. Tools that are dropped
at some time t will be dropped at all later times t0 > t : Since we measure the incremental
contribution of a tool x to a toolkit K (with x 2 K ) based on instances when K was available,
once a tool is dropped, no further data about the incremental contribution of any x0 2 K to K

is produced. So suppose x is the first tool dropped at time t . At time t + 1, it must again be
the first tool dropped; its incremental contribution to X was least, and it was first in line to be
dropped among ties; every tool’s incremental contribution to X is unchanged at time t + 1, and
x is still (by assumption) first in line. But then the same argument, repeated for X \ {x} says
that the second tool dropped at time t must be the second tool dropped at time t + 1, so on,
inductively.

Hence, in implementing IIC at time t , Step A can be initiated with L = Kt�1 and the
results will be the same, which (of course) reduces the computational burden. Moreover, if W

is submodular, IIC can be run with the following modification: If I(x,L, t) � 0 at any stage,
I(x,L0, t) � 0 for L0 ✓ L , and so, in iteratively applying Step A at time t , once tool x is
identified as having nonnegative incremental value, its incremental value (at date t) need not be
recomputed. (Of course, date t will produce more information about any tool in Kt , so at date
t + 1 re-evaluation of all tools in Kt is required.)

While these tool-based heuristics involve many fewer calculations than do the set-based
heuristics, they may be fatally flawed.

Example 4.1. Suppose X = {x, x0} ; vt(x) = 10 and vt(x0) = 9, both with certainty; W =
WMAX ; and cx = 5 and cx0 = 3. Then G(x, ⌧ ) = 5⌧ since, up to time ⌧ , x is always employed.
And G(x0, ⌧ ) = �3⌧ , since x0 is never employed. The decision maker, per TC, drops x0 at
⌧ and perseveres with the toolkit {x} forever after, which is the wrong decision to take: The
optimal toolkit is {x0} . The heuristic pays no attention to alternatives to the “best” tool in any
situation, where “best” is determined with regard to the gross payoff. This is appropriate in
making the daily decision which tool in a given toolkit to use; the rents have been paid and so
are sunk costs. But, in terms of assessing the net value of each tool going forward, it is very
much the wrong thing to do.
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Example 4.2. Again, X = {x, x0} and W = WMAX . The costs are cx = 2 and cx0 = 3, and
the distribution µ of the vector v = (v(x), v(x0)) is that v = (10, 9) with probability 1/2 and
= (9, 10) with probability 1/2. Suppose ⌧ is large enough so that, at every evaluation stage, the
frequencies of the two possible observations of v are close to 1/2. Then G(x, ⌧ ) ⇡ 5� 2 = 3,
while G(x0, ⌧ ) ⇡ 5 � 3 = 2. Both tools are “paying for themselves,” so both are always kept,
for average payoffs per period of 10 � 5 = 5. But carrying tool x alone would give average
payoffs per period of 9.5� 2 = 7.5.

These examples exhibit the same basic flaw of TC: The decision maker should be asking
of each tool x , “Would I be better off with or without x?”, understanding that “without x”
provides alternative value. This is the motivation for SIC and IIC.

The IC heuristics produce the correct answer (the optimal toolkit) in Example 4.1 at the
first decision stage and in Example 4.2 at the first decision stage, if the information received
by the decision maker is close to “accurate,” meaning that she has seen (roughly) equal number
of observations of (10, 9) as (9, 10). This property of the IC heuristics holds generally in very
special cases: when µ is degenerate and W = WMAX ; and when W is submodular and the
problemdecomposes into a collection of independent one- or two-tool subproblems. Proposition
1 at the start of the next section gives the precise result.

But, in general, the IC heuristics will fail, even if the decision maker has “accurate” infor-
mation. We show this for IIC:

Example 4.3. In this example, W = WMAX and X = {x, x0, x00} . Under µ , there are two
possible values for the vector v : (v(x), v(x0), v(x00)) = (9, 0, 10) and = (0, 9, 10), each with
probability 1/2. The costs of x , x0 , and x00 are, respectively, 3, 3, and 5. Suppose the decision
maker has (close to) accurate information: At time ⌧ , she has seen (approximately) ⌧/2 value
vectors (9, 0, 10) and ⌧/2 vectors (0, 9, 10). The net incremental contributions computed in
the first iteration are then �3, �3, and �4, respectively. Therefore, in the first iteration of
computations at ⌧ , assuming accurate data, tool x00 is dropped. In the next iteration (still at date
⌧ ), the incremental contributions of x and x0 are approximately 1.5 apiece; the decision maker
will stick with {x, x0} , for a payoff of 3 per period. Assuming that the data she accumulates
continues to be close to the underlying distribution (which, of course, is likely), she will stick
with {x, x0} forever. But this is suboptimal: The toolkit {x00} yields a per-period payoff of 5.

Example 4.4. In Example 4.3, it may seem that the negative correlation between tools x and
x0 is driving the result: x and x0 are valuable as a set; each increases the incremental value
of the other in a statistical sense (even through the function WMAX is submodular). Hence
their incremental contributions are high. But the same thing can happen if tools x and x0 have
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statistically independent values: Suppose each has value 0 or 9, each with probability 1/2, tool
x00 has value 10 with certainty, the cost of tools x and x0 are each 2, while the cost of tool x00 is
6. The optimal toolkit is tool x00 , but in applying either incremental-contribution heuristic (with
accurate data), tool x00 has an incremental contribution of �2.75 while tools x and x0 each
have incremental contributions of �2, so the decision maker drops tool x00 on the first iteration
(and, it turns out, keeps both tools x and x0 ).

5. Some asymptotic results
Of course, the set-based reinforcement-learning heuristics SSC and UCB can fail by the

“luck of the draw.” Suppose X = {x} , W (v, {x}) = v(x) � 2, W (;) = 0, v(x) = 5 with
probability 1/2 and 1 with probability 1/2, and ⌧ = 3. Then at time 3, if the decision maker
has seen three values of 1, V

�
{x}, 3)

�
= �1 and under both SSC and UCB, she drops x . (In

UCB, the sample variance is 0, so it doesn’t matter how large is � .) She chooses K3 = ; and,
receiving no further information about x , she persists in this forever.

This is not a surprising phenomenon; we see this sort of “wrong decision” in multi-arm
bandit problems where the decision maker is using not a heuristic but the “optimal strategy” (in
scare quotes because it is optimal relative to some fully specified Bayesian prior held by the
decision maker), as long as the discount rate � is less than one.

But this failure of SSC and UCB is entirely different from the failures of TC and the IC
heuristics in the examples of last section. In those examples, the data were assumed to be
accurate; that is, representative of the true underlying distribution of the vt . This is a failure due
to sampling error. So, as ⌧ grows, the wrong decision (in this specific example) becomes less
and less likely.

For the remainder of this section, we collect “asymptotic results” about the performance of
the heuristics. Most of these results would seem to be simple consequences of the strong law
of large numbers (slln) and, in this section, we appeal to your intuition concerning what the slln
ought to tell us. However, to apply the slln in this context is not straightforward, and rigorous
proofs as well as a discussion of why these are not straightforward applications of the slln are
given in Section 6.

The first two propositions use the phrase “with accurate information.” To be precise in what
this means (since we are stating propositions), it is that when the decision maker is making
decisions (that is, for t � ⌧ ), V(K, t) = w(K) , I(x,K, t) = w(K)�w(K \ {x}) , and �2(K, t)
is the variance of the random variable W (v,K) (where v is distributed according to µ).

We begin by stating the positive results for SIC and IIC mentioned at the end of the last
section.
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Proposition 1. (a) If W is submodular and X can be partitioned into one- or two-element
sets X` for ` = 1, . . . , L , and if W (vt,K) =

PL
`=1 w`

�
vt(x) · 1x2X`

�
, then, with accurate

information, SIC and IIC make correct decisions. (b) And if µ is degenerate and W = WMAX ,
then, with accurate information, SIC and IIC make the right decision.

We’ve included this result for the sake of completeness, but it surely rates as little more than a
curiosity. So we leave the proof for the on-line appendix. On the other hand, we have:

Proposition 2. With accurate information, SSB and UCB make optimal choices, SSB “immedi-
ately” and UCB eventually.

This is obvious, once we observe that, for UCB, since we’ve assumed finiteness of the support
of v , �2(K, t) , whether accurate or not, is bounded. So if K and K0 are two toolkits such
that V(K, t) (computed with accurate information) strictly exceeds V(K0, t) , then K0 cannot
be chosen infinitely often; the denominator N (K, t) would approach infinity, so that the term
�
p

�2(K0, t)/N (K0, t) would asymptotically vanish.
The relevance of the questionWhat happens if the decisionmaker is acting on accurate data?

is that it “ought” to tell us what happens when ⌧—the length of time the decision maker initially
chooses X—goes to infinity. The strong law of large numbers tells us that, as ⌧ approaches
1 , the statistics the decision maker collects are “likely” to be approaching the truth. We have:

Proposition 3. For both SSB and UCB, the probability that the decision maker chooses an
optimal toolkit at time ⌧ approaches 1 as ⌧ approaches 1 . And if there is a unique optimal
toolkit—that is, K⇤ is singleton—the probability that the decision maker chooses the (single)
optimal toolkit at all times t � ⌧ approaches 1 as ⌧ approaches infinity.

The only seemingly surprising thing about this result is the requirement in the second part that
K⇤ is singleton. We explain why we need this next section.

While we cannot guarantee that SSB and UCB find an optimal toolkit with probability one,
we can do so for SSBH: Since SSBH chooses all of X infinitely often, the slln seems to suggest
that, asymptotically, the decision maker has accurate information.

Proposition 4. Subject to a technical qualification, if the decision maker is employing SSBH,
then with probability 1, after some time t (which is random) she is only selecting toolkits from
K⇤ , except for when she chooses X .

The technical qualification is explained in the next section. While SSBH mandates choosing all
of X infinitely often in a particular fashion, a similar result applies (subject to that technical
qualification) in variations on SSB that guarantee that X is chosen infinitely often (with proba-
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bility 1), such as if, at date t , X is chosen with probability 1/t , while with probability (t�1)/t ,
the kit chosen is the kit that maximizes V(K, t) .

The other sort of asymptotic result we can provide concerns toolkits K that are chosen
infinitely often with positive probability. Note that both TC and the IC heuristics involve choices
that are ordered by set inclusion. Hence, along each sample path, there is a “final” kit that is
chosen (which, of course, can be ;). For the set-based heuristics, it is possible that more than
one set is chosen infinitely often along a given sample path; this can only happen (on a set of
positive probability) if the sets chosen infinitely often give equal value. And if K is chosen
infinitely often on a set of positive probability, it must be at least as good as any of its subsets:

Proposition 5. Subject to the same technical qualification as in Proposition 4, if the decision
maker is using SSB or UCB and if K and K0 are both chosen infinitely often on a (single) set
of positive probability, then w(K) = w(K0) . And if K is chosen infinitely often with positive
probability, then w(K) � w(K0) for all K0 ✓ K . Moreover, the second conclusion is true for
SIC and IIC, if W is submodular.

Once again, this seems obvious from the slln. If, for instance, K is chosen infinitely often with
positive probability, then, on that event, the decision maker learns w(K) and, in addition, learns
w(K0) for all K0 ✓ K . If w(K0) > w(K) for some sub-toolkit K0 , she would (eventually)
not be choosing K . (The sub-modularity-based result for SIC and IIC is less obvious; see the
proof following.)

6. Proofs
While Proposition 4 and the first part of Proposition 5 seem obvious implications of the

strong law of large numbers, rigorous proofs are not entirely straightforward. And the difficulty
encountered in Proposition 3—the reason we must assume that K⇤ is singleton—is closely
related to the reason that the proofs of Propositions 4 and 5 are not entirely straightforward.
Before giving the proofs, we explain why things are not straightforward and, in so doing, we
describe the mysterious technical qualification.

Suppose a decision maker is sampling each period from one of several sources. Suppose
that the results of sampling from source n at time t , if she chooses to do so, is z(n, t) . Suppose
that {z(n, t); t = 1, 2, . . .} is i.i.d. And suppose, finally, that, for each n , she keeps a running
total of the the average results from source n . Then a straightforward application of the strong
law tells us that, if she samples source n infinitely often (with positive probability), on that
event, her running average will converge to the mean. We enlist the slln by “replacing” z(n, t) ,
if she chooses n at time t , with z0(n,�n) , where {z0(n, s); s = 1, . . .} is an i.i.d. sequence with
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the same marginal distribution as the original z(n, ·) sequence and the random �n equals s if,
along a particular sample path, t is the s th time that source n is sampled.

But, in our context, when the decisionmaker “samples”Kt at time t , she is building statistics
not only about Kt but about all subsets of Kt and all tools x 2 Kt and their incremental
contributions to all subsets of Kt . If, at date t , she chooses K some of the time and K0 some
of the time, and if K00 is a subset of both K and K0 , we are “mixing” data about K00 across
two different sequences of data. If there were only countably many different ways to mix the
data, we’d be okay: We could cite the strong law for each string of “mixed” data separately,
which would imply the strong law for all of them simultaneously. But, in this context, there are
uncountably many ways strings of data might be “mixed.”

Happily, this problem is surmountable, if we make one technical assumption: At time t , the
decision maker’s choice between toolkits must be predictable; that is, it must be based on pre-
time-t data. Since, in our heuristics, choices are made based on which toolkit maximizes some
index, predictability is almost guaranteed. But in cases where there are ties, we must require that
the ties are broken in predictable fashion. If, say, the toolkits are strictly (linearly) ordered and
ties are broken by choosing the “lower” toolkit among all those that tie, we’re okay. If, instead,
the decision maker wishes to employ a randomized rule for breaking ties, that can be handled
(by supplementing the state space with independent, uniformly distributed r.vs. that are used to
break ties in systematic fashion). But, however kits are chosen, the technical qualification is that
they must be chosen in predictable fashion. And, with that, we can proceed.

We require two lemmas from probability theory.

Lemma 1. If {⇣t; t = 0, 1, . . .} is a martingale with uniformly bounded increments, then
limt!1 ⇣t/t = 0 almost surely. 8

Lemma 2. Suppose {Xt; t = 0, 1, . . .} is a process adapted to the filtration {Ft; t = 0, 1, . . .}
(all defined on some underlying probability triple (⌦,F , P ) , where the conditional distribution
of Xt , conditional on Ft�1 is given by some fixed distribution function F , which is also the
marginal distribution function of each Xt . (Think of Xt as taking values in Rn for some n .)
Let {�t; t = 0, 1, . . .} be a process defined on the same probability triple such that each �t

equals either 0 or 1, �0 is constant, and �t is Ft�1 -measurable. 9 Fix a measurable set A in
the range of the Xt ’s, and let p be the (marginal) probability that any Xt 2 A . Write F1 for

8 See Neveu, (1975, Proposition VII-2-4).
9 This is the formal requirement of predictability.
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the join (limit) of the Ft , and write B = {! 2 ⌦ :
P1

t=0 �t(!) =1}. Then,

lim
t!1

Pt
s=0 �s 1{Xs2A}Pt

s=0 �s

= p on B , P -a.s.,

where 1{·} is the usual indicator function. And if the support of each Xt is bounded,

lim
t!1

Pt
s=0 �s XsPt

s=0 �s

= m on B , P -a.s.,

where m is the expected value of (each) Xs .

Think of the case where {Xt} is an i.i.d. sequence and Ft is the � -field generated by {Xs; s 
t} . A statistician is keeping track of how many times Xt is in A (or of the Cesàro sums of
the Xt ) but with the following complication: She only includes in her sample some of the Xt .
Specifically, Xt is included if �s = 1 and is not included if �s = 0. The decision whether to
include Xt is made based on information received prior to time t ; that is, �t 2 Ft�1 . Please
note that, for a given sample path, nothing guarantees that �t will be 1 infinitely often; there
are sample paths for which the statistician only selects finitely many of the Xt to include in
her sample. But on the event (B ) where she samples infinitely many of the Xt , the usual
conclusions of the strong law of large numbers (both for the Cesàro sums and for the frequency
that the selected Xt lie in some given set A) hold: They converge to what they “should,” almost
surely on B . (Note that if P (B) = 0, the result is trivial; it is meaningful when P (B) > 0.)

This is is a classic result, which Kallenberg (1988) attributes to Doob (1936). It is easily
provedusingLemma1: For each ! , define for each n = 1, 2, . . . Tn(!) := min{t :

Pt
s=0 �s(!) =

n} , where we let Tn(!) =1 if
P1

s=0 �s(!) < n . Define

⇣n :=
⇢

1{XTn2A} � p if Tn <1, and
0 if Tn =1.

Then {⇣1 + . . . + ⇣n;FTn} is a bounded-increments martingale (where F1 is the meet of the
Ft ). Apply Lemma 1.10

These results are just what we need to prove Propositions 4 and 5. They are not needed in
the proof of Proposition 3 as stated (with the singleton K⇤ in the second half), but the reason
for them explains why we assume that K⇤ is singleton.
10 We are grateful to Hans Foellmer for the reference to Neveu and to David Aldous for the references to Kallenberg
and Doob.
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Proof of Proposition 3. Until time ⌧ , both SSB and UCB are choosing Kt = X . Therefore,
for every K ✓ X , V(K, ⌧ ) for each of these heuristics is simply

⇥P⌧�1
s=0 W (vs,K)

⇤
/t. By the

strong law of large numbers, this means that V(K, ⌧ )! w(K) for each K a.s., as ⌧ !1. Let
w⇤ := max{w(K) : K ✓ X} , K⇤ := {K : w(K) = w⇤} , and w0 = max{w(K) : K 62 K⇤} .
That is, w0 is the expected value of the best performing toolkit (on average) under µ , excluding
toolkits that are optimal. Let ✏ = w⇤ � w0 . Arbitrarily fix some K⇤ from K⇤ . Letting

�(⌧ ) := P
��
V(K⇤, ⌧ ) > V(K0, ⌧ ) + ✏/2 for allK0 62 K⇤

 �
,

it is clear that (finitely many) applications of the strong law gives us that lim⌧!1 �(⌧ ) = 1.
Since we left ourselves some wiggle room (of size ✏/2) in howmuch better K⇤ is doing relative
to kits not in K⇤ , and since ⌧ is going to infinity and the �2 term in UCB is uniformly bounded,
SSB and UCB all will choose kit some kit from K⇤ with probability approaching 1, as ⌧ !1.

Now, for the second part of Proposition 3, we assume that K⇤ contains a single set, K⇤ .
At time ⌧ , the decision maker chooses K⇤ . Suppose (inductively) that this is true up to time
⌧ + t . Then at time ⌧ + t , the experience the decision maker has with kits K ✓ K⇤ is that she
has data on them from every date, while she never got data on kits K 6✓ K⇤ after ⌧ . Therefore,
in choosing at date ⌧ + t , the V values of the different kits are

V(K, ⌧ + t) =
P⌧+t�1

s=0 W (vs,K)
⌧ + t

for K ✓ K⇤ , and

V(K, ⌧ + t) =
P⌧�1

s=0 W (vs,K)
⌧

for the rest of the K .

By the strong law, we can find a ⌧ large enough so that with probability as close to 1 as we
want, V(K⇤, ⌧ + t) � w⇤(K⇤) � ✏/3 for all t , V(K, ⌧ + t)  w⇤(K) + ✏/3 for all t and for
all K /= K⇤ . Even if we are using UCB, the ✏/3 wiggle room we have left ensures that, at any
subsequent time, K⇤ is always in the lead over all the other possible toolkits.

It may be instructive to say why the second part of this proposition is, at least for us, elusive
without the assumption that K⇤ is singleton. If it is not singleton, then we can’t rule out the
decision maker alternating among different toolkits that are tied; while ties might be rare, the
strong law doesn’t rule them out between different members of K⇤ , no matter how large is ⌧ .
We would like to apply the two lemmas, but a chicken-and-egg dilemma appears: For a given
predictable decision rule on how to choose toolkits Kt , Lemma 2 allows us to enlist the slln;
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there is a ⌧ sufficiently large so that . . . But as ⌧ changes, so does the rule by which toolkits
are chosen.

Proof of Proposition 4. In Proposition 4 (and 5) the chicken-and-egg problem does not arise.
The value of ⌧ is fixed, and so we are dealing with a predictable rule for choosing the Kt . We
assert, then, that since each toolkit K ✓ X is either chosen or is a subset of the chosen toolkit
infinitely often on each sample path (since X is chosen infinitely often), Lemma 2 guarantees
that V(K, t)! w(K) a.s. If K is not optimal—that is, if w(K⇤) > w(K) for some K⇤ , then
eventually K is never chosen.

Proof of Proposition 5. If K is chosen infinitely often with positive probability, at those times—
and possibly more—data concerning every subset K0 of K are being produced. Suppose, by
way of contradiction, that K0 is a susbset of K such that w(K0) > w(K) . Then Lemma 2
tells us that limt!1 V(K0, t) = w(K0) and limt!1 V(K, t) = w(K) almost surely on the event
where K is chosen infinitely often, hence K could not be selected by SSB or UCB at times
where, by assumption, it is being selected. Similarly, if K and K0 are both chosen infinitely
often on some set of positive probability, on that set V(K, t) ! w(K) and V(K0, t) ! w(K0)
a.s. The only way they both could be chosen infinitely often (on this set) is if w(K) = w(K0) .

For the IC heuristics, the argument is as follows. As we’ve already observed, for these
heuristics, if K is chosen infinitely often along any sample path, it is chosen eventually. And,
past the point where it is always chosen, the average incremental contribution of every tool in X

must be nonnegative. A simple application of Lemma 2 guarantees that, for every tool x 2 K ,
limt!1 I(x,K, t) = w(K)�w(K \ {x}) . Hence w(K)�w(K \ {x}) � 0 for all x 2 K and
for all K that are chosen infinitely often with positive probability.

SupposeK0 ✓ K in these circumstances. WriteK0 = K(0),K(1) = K(0)[{x1}, . . . ,K(`) =
K(` � 1) [ {x`}, . . . ,K(L) = K , where {x1, . . . , xL} = K \ K0 . Since W is submodular,
incremental contributions of tools to toolkits are weakly larger for larger (by set inclusion) toolk-
its, and hence the incremental contribution of each x` to K(`� 1) must be nonnegative, and so
wi(K0) = wi(K(0))  wi(K(1))  . . .  wi(K(L)) = wi(K). Done.

7. Simulations
The theoretical results provided in Section 5 and proved in Section 6, combined with the

simple examples at the end of Section 4, provide us with some answers to the question, How
shoulda reinforcement learner learnwhich toolkit to choose? (1) She should resist the temptation
to think in terms of the value of tools and, instead, focus attention on the value of toolkits. (2)
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She should employ either SSB or UCB (or, perhaps, SSBH) and a very large value of ⌧ ; this
guarantees that, with high probability, she’ll eventually do the right thing.

But these “lessons” ignore the real-life tradeoffs that a real-life decision maker faces. Con-
tra point 1, the allure of tool-based heuristics is the reduced computational burden. Moreover,
it is worth understanding the deficiencies of tool-based heuristics from a descriptive perspec-
tive, because naive decision makers may think in terms of tools and not toolkits. And, contra
point 2, choosing ⌧ for “enough” periods so that correct decisions are likely to be made is
expensive; depending on the discount rate � , and the cost of carrying many tools, the decision
maker may prefer to limit ⌧ and run the risk of a bad decision. (Indeed, this is precisely the
exploitation/exploration dilemma of the classic multi-armed bandit problem.)

The only way we know to get a better understanding of these tradeoffs is to simulate the
heuristics on test problems. Of course, the specifics of the test problems we simulate may be
misleading; wisdom gained from a handful of simulations is never going to be dispositive. But,
at least, simulations can give us a sense of how to make the following tradeoffs:

1. For all the heuristics, the parameter ⌧ is one variable that adjusts for the classic exploitation–
exploration tradeoff: Larger ⌧ meansmore exploration beforemoving towhat is, essentially,
a myopic exploitation regime. (This isn’t quite true for UCB; see below.) But, of course,
this can come at considerable cost. In examples, what value of ⌧ (depending on � and the
cost of carrying all of X ) is best?

2. Despite their theoretical deficiencies, how badly do TC and the IIC heuristics perform?11

How much do they save in terms of computations required, relative to SSB and UCB? And,
how much greater is the computational burden of UCB over SSB?

3. For UCB, the parameter � is a second exploration parameter. Choosing a larger � means
more exploration and so may (perhaps) allow the decision maker to get by with smaller ⌧ .

We present simulations of two sets of highly structured examples, examples that (we hope)
are simple enough so that we can understand what the simulations tell us. In all the examples
we simulate, W = WMAX . There are four tools. In each period t , a tool is either useful or
not. Tool 1, if it is useful, has gross value 15.1; if it is not useful, its gross value is 1.1. (Since
W = WMAX , we call vt(x) the value of tool x rather than its performance level.) For tool 2, the
values are 15.2 and 1.2; for tool 3, 15.3 and 1.3, and for tool 4, 15 and 1. (We vary the values
so TC is not hampered by the possibility of ties for best tool. But, as we will see, our choice of
how to vary those values can have important implications for TC.) In any simulation, the costs

11 We use IIC in the simulations, not SIC.
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of each tool are the same: tools cost either 2 or 3 apiece.
Tools 1 and 2 are “good,” in that they are (much) more likely to be useful on any given date

than are tools 3 and 4. The two types of model differ in how the full (4-dimensional) vt vectors
are distributed:

In the first type of model, the values of the tools are highly negatively correlated; only one
tool out of the four is useful on any date. Hence, the support of vt contains only four vectors:
(15.1, 1.2, 1.3, 1) and (1.1, 15.2, 1.3, 1) each have probability 0.4, while (1.1, 1.2, 15.3, 1) and
(1.1, 1.2, 1.3, 15) each have probability 0.1.

In Model 2, the values of the tools are independent. Tools 1 and 2 are each useful with
probability 0.5, while the probability that tools 3 and 4 are useful are 0.2. Since the tool values
are independent, vt has support of size 16: all of the tools are useful (vt = (15.1, 15.2, 15.3, 15)),
with probability (0.5)(0.5)(0.2)(0.2); all but the fourth tool are useful (vt = (15.1, 15.2, 15.3, 1)
with probability (0.5)(0.5)(0.2)(0.8); and so forth.

We simulate both Models 1 and 2 with both tool costs of 2 apiece and 3 apiece. Model X-Y
refers to Model X (X = 1 or 2) where tools cost Y (Y = 2 or 3).

Preliminary calculations
Before turning to simulations, a few preliminary calculations about the fourmodel–cost pairs

are in order. First, we calculate the (per period and overall) expected net reward from carrying
each of the sixteen possible toolkits, for each of the four model–cost pairs. These values are
given in Table 1. Of course, toolkit {1, 2} is optimal in all four model–cost pairs.

Table 1. Expected values for each toolkit; both models and both cost levels.

Next, for each model, we record what happens if we let ⌧ approach infinity, so that the
information on which basis the first decision is made is accurate (closely reflects the underlying
probabilities). For each heuristic, will the heuristic make the right choice? Proposition 3 tells
us that the answer is Yes for SSB and UCB (for any value of � ). But is this so for TC and IIC?

Proposition 6. As ⌧ ! 1 , IIC keeps tools 1 and 2 and drop tools 3 and 4 at time ⌧ with
probability approaching 1, for all model–cost pairs. For both Models 1-2 and 1-3, TC keeps
tools 1 and 2 and drop tools 3 and 4 at time ⌧ with probability approaching 1, as ⌧ !1 . But
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for both Models 2-2 and 2-3, TC keeps tools 1, 2, and 3 and drops (only) tool 4 at time ⌧ with
probability approaching 1, as ⌧ !1 .

This proposition is based on simple calculations, so its proof is omitted.
It is straightforward to see why TC, for very large ⌧ , gets it wrong for Models 2-2 and 2-3:

A useful tool 3 is worth just slightly more than a useful tool 1 or 2, when all three are useful,
hence tool 3 gets full credit according to TC. And tool 2 is chosen over tool 1 if both of them are
useful and tool 3 is not. Doing the simple calculations required to prove Proposition 6 shows
that, for Model 2, the gross expected per-period “total contributions” of the four tools—that is,
before subtracting their rental cost and when all four tools are present—are, respectively, 3.02,
6.08, 3.268, and 0.6. Even for relatively small values of ⌧ and a cost of 2, tool 4 is likely to be
discarded at the first opportunity. Tool 2 is likely to be retained, even if its cost is 3. But for
tools 1 and 3, if costs are 3, it is a pretty close thing; extremely close for tool 1.

Which means that the condition “as ⌧ ! 1” in Proposition 6 is much more than window
dressing. Anticipating the simulations to come, we simulated TC on Models 2-2 and 2-3 for
fairly large values of ⌧ (very large values in terms of what we will see is optimal). For ⌧ = 250,
TC applied to Model 2-2 chose {1, 2, 3} at t = 250 (at the first time a decision is taken) 99
times out of 100. But, when TC is applied to Model 2-3, even for ⌧ = 5000, {1, 2, 3} was the
first choice 42 times out of 100; {2, 3} was chosen 41 times, {1, 2} was chosen 12 times, and
{2} was chosen 5 times.

Simulation protocols

All simulations were performed in R on an iMac. We simulated results for five different
levels of � , 0.8, 0.9, 0.93, 0.96, and 0.99. On each iteration of a simulation, we simulated {vt}
for t from 0 to some T and applied the different heuristics. Note that for each of our heuristics,
once its parameter(s) ⌧ (and, for UCB, � ) is fixed, the choices made by the heuristic for a given
sequence {vt} do not depend on � . Hence the same sequence of choices can be used to evaluate
the heuristic for different � . But the choice of T must “suit” the largest � under investigation.
For � = 0.99, we take T = 450: Since (0.99)450 = 0.011, T = 450 misses only about 1.1% of
the total value when � = 0.99; of course, we miss much less for smaller � .

Impact of (and fine-tuning) the parameters

Our first simulation task is to see how the different parameters, ⌧ for all the heuristics and
� for UCB, affect performance as a function of the discount rate � . We tried different values
of ⌧ and a variety of values of � . A single simulation fixed one value of ⌧ and one of the
four model–cost pairs, evaluating each of the four heuristics, UCB for several values of � , at all
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five values of � . Each simulation (one per ⌧ and model-cost pair) ran for 1000 iterations, each
out to T = 450. Table 2 shows “typical results” from a single 1000-iteration simulation run;
this presents the average performance of the four heuristics for ⌧ = 5 (and the values of � that
accompanied ⌧ = 5), for all five discount factors and for Model 2-2.

Table 2. Typical results when fine-tuning parameter values: Model 2, tools cost 2 each, ⌧ = 5

We also kept track of the percentage of iterations that each heuristic ended up with each
toolkit. For instance, for the simulation run depicted in Table 2, TC ended at t = 450 with the
the empty set on one iteration out of 1000, with the kit {1} on 45 iterations, with {2} on 303
iterations, with {1, 2} on 282 iterations, and so forth. (Complete data for all these “fine-tuning”
simulations are provided in the on-line appendix.)

Based on this and similar simulations, the best values of ⌧ and � that we found are shown
in Table 3. Panel a provides the optimal parameter values. Panel b provides the average value at
the optimal values. And panel c provides the proportion of iterations at which the final toolkit
was the objectively optimal kit, {1, 2} .

Table 3 provides a wealth of information about how the heuristics perform on these two
models: The first observation we make is, in fact, not available from the table, but is important
in interpreting the results shown in the table. This is that average performance of each heuristic
as a function of ⌧ and, for UCB, � , is extremely flat at the optimal values of ⌧ and � . This is
illustrated in Table 4: panel a shows the average performances of SSB and UCB for � = 0.21 in
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Table 3. Fine-tuning the parameter values

Model 2-1, for ⌧ between 4 and 15; panel b shows the average performance of UCB for ⌧ = 8
in Model 2-1, varying � . (The case � = 0 is SSB.) This is not a particularly extreme case.

Note that, in Table 3a, the reported optimal values of ⌧ “cluster”: For instance, in the case of
Model 1-2, we have twenty heuristic–discount factor combinations, but only five optimal levels
of ⌧ , and ⌧ = 8 is reported as optimal in ten out of the twenty combinations. This is, at least
in part, an artifact of how we created Table 3, which reports the best parameter performance we
observed, based on separate 1000-iteration simulations for each model–cost pair and ⌧ . The
standard errors of the averages (for Model 1-2, for instance) are on the order of 0.04 for TC
and IIC and 0.02 for SSB and the various UCBs. (These are based on the observed standard
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Table 4. Average performance of UCB for � = 0.1 as a function of ⌧ ; Model 1, costs 2, � = 0.96

deviations for ⌧ = 8.) Hence, since a different 1000-element sample of {vt} is drawn for each
⌧ (and model–cost pair) and used for all the heuristics (including varying � in UCB) and all
five discount rates, a particularly propitious (for the decision maker) sample for one ⌧—which
makes that value of ⌧ look good—will make that ⌧ look good across different discount rates
and heuristics (for a given model–cost pair). The case of ⌧ = 8 forModel 1-2 is a good example;
we know this is so because we re-simulated Model 1-2 for ⌧ = 8 10,000 times instead of 1000,
and the average performances observed were much closer to the averages for ⌧ = 7 and 9.12

We could, either by being more sophisticated in our estimation procedures or simply by
running simulations with many more iterations, obtain a better fix on the “true” optima. But, we
contend, this would not be in the spirit of this exercise. We are modeling a decision maker who
uses reinforcement learning. If she were sophisticated enough to do better in terms of finding the
truly optimal parameters, she’d probably employ some more sophisticated heuristic altogether.
And, in any case, the flatness of the value function near the optimal parameter values means
that, while we may be off on our simulation-driven guesses at the optima, the performances at
our guesses will be close to performances at the true optima.

That said, we note a second potential contributor to this clustering, which derives from the
discrete nature of our models. Think of ⌧ as determining the initial conditions on which any
one of our heuristics begins to operate. Of course, increasing ⌧ comes at a cost; by increasing
⌧ , the decision maker both postpones when those initial conditions kick in and pays for all four
tools up to ⌧ . The countervailing benefits are, presumably, a “more accurate” starting point.
Measuring the quality of any starting point is not easy, because of the complex subsequent
interactions between the heuristics, the starting point, and the data so far accumulated.13 Still,

12 Specifically, in the 1000-iteration simulation used to construct Table 5, TC, IC, SSB, and UCB for � = 0.21
gave averages for � = 0.96 , respectively, of 7.4596, 7.4462, 7.7319, and 7.7385. But in the 10,000-iteration simula-
tion, the averageswere, respectively, 7.3503, 7.3381, 7.6597, and 7.7031. The effectswere the same for other values of � .
13 The phrase “data so far accumulated” is a reminder that the choice of Kt+1 by any of these heuristics involves
much more than Kt ; the sequence {Kt} is not Markovian for any of our heuristics.
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we can suggest two imperfect measures of the quality of the starting point at ⌧ : the probability
that K⌧ is the objectively optimal kit {1, 2} ; and the expected value derived from kit K⌧ . We
simulated (5000 times) each of the four model–cost pairs, out to t = 49, holding Kt = X at
each time and, for each t , finding the distribution of the kit that each heuristic would choose at
time t , if ⌧ = t . (And we used that simulation-derived distribution and Table 1 to compute the
expected payoff from that kit.) Figure 1 shows how our two measures of “goodness” evolve as
a function of ⌧ for each of the four heuristics (UCB for � = 0.21), for Model 1-2. The pictures
for the other three model-cost pairs are similar: Because of the discrete nature of the model (a
tool is either very useful or not at all useful), these imperfect measures of “quality” of starting at
⌧ ,while generally increasing,14 do not increase monotonically; they are particularly jagged for
the low values of ⌧ that turn out to be optimal. Hence is it not entirely surprising that we’d see
clustering of optimal values of ⌧ .

Looking at Table 3, we see that the optimal value of ⌧ rises (weakly) with � in all four
cases, for all four heuristics. This is not surprising; A larger ⌧ is an investment in information
to improve future payoffs at the cost of current payoffs; higher � means a higher return overall
on any such investment and, relative to the overall payoff, a lower cost.

We also see a general, but not universal, tendency for the optimal value of ⌧ to be larger
for TC and IIC than for SSB and UCB. Again, this is entirely in keeping with intuition: TC and
IIC are “unforgiving”; a tool once dropped by those heuristics can never return. Hence, before
dropping any tools, it would be natural for those heuristics to seek better information. The single
exception is Model 2-2 and � = 0.99, in which TC has a significantly lower ⌧ than do SSB and
UCB. But this is easily rationalized: In both Model 2-2 and 2-3, as ⌧ ! 1 , the probability
that K⌧ = {1, 2, 3} under TC goes to 1. It does so rather slowly, and for very low ⌧ , more
data (larger ⌧ ) improves the starting point, measured both in the probability of being at {1, 2}
and at the expected value generated by K⌧ . But after initial rapid gains, these measures of the
quality of K⌧ as a starting point flatten out; see Table 5 for some values.15 In Model 2-2, for
TC, this means that gains from larger ⌧ past, say, ⌧ = 10 cannot match the cost of delay (of
increased ⌧ ). Hence, for TC in Model 2-2, the optimal ⌧ is below the optimal ⌧ for the other
three heuristics.

Concerning the optimal � , the results shown in Table 3 are erratic, to the point where the
optimal level of � in Model 1-2 increases with � , decreases in Model 2-3, goes down and then
up in Model 1-3, and goes down, then up, and finally down in Model 2-2. The problem here, we

14 This general tendency to increase does not hold for TC and Models 2-2 and 2-3, as we know that, for that case, the
probability of choosing {1, 2} at ⌧ , as ⌧ !1 , goes to zero. We return to this point momentarily.
15 Bear in mind that these values exhibit the sawtooth pattern of Figure 1, so the numbers in Table 5 only give an
indication of what is going on. For a more complete picture, consult the Appendix.
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(a) Probability of choosing {1,2} at  τ,  for  τ = 1 through 49

(b) Expected payoff from toolkit chosen at  τ,  for  τ = 1 through 49

(Yellow is UCB, Gray is SSB, Red is IIC, and Blue is TC.   UCB covers SSB, IIC, 
and TC where they coincide, SSB covers IIC and TC, and IIC covers TC.)

(Yellow is UCB, Gray is SSB, Red is IIC, and Blue is TC.   UCB covers SSB, IIC, 
and TC where they coincide, SSB covers IIC and TC, and IIC covers TC.)
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Figure 1. “Quality” measures of K⌧ in Model 1-2, as ⌧ varies

believe, is that larger � is a substitute for larger ⌧ , and if ⌧ is increasing (weakly) in � (which is
always does, for UCB), then the further impact of � will be unclear. Since increased � is (like
increased ⌧ ) a sacrifice of current payoff for information useful for future payoff, we would
expect that, holding ⌧ fixed, � should increase with � . In Table 6, we show how the optimal
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Table 5. “Quality” measures of K⌧ in Model 2-2, as ⌧ varies

� changes with changes in � , for ⌧ fixed at a single value. (We choose a different single value
of ⌧ for each model–cost pair; our choice is a value that appears “frequently” in Table 4. The
pattern is similar for other values of ⌧ .) For Models 1-2, 1-3, and 2-2, we see what we expected
to see: Fixing ⌧ , the optimal � (weakly) increases in � . The behavior for Model 2-3, however,
is the reverse of what we expect; we have no explanation for this that we find satisfying.

Table 6. Optimal values of � in each model–cost pair, for fixed ⌧ , as � changes

Of course, SSB is UCB for � = 0. And, Table 3b shows, choosing � “optimally” generally
provides little benefit over � = 0; that is, over SSB. The only exception is Model 2-3 and, at
that, for smaller values of � . (We’ll be more systematic in comparing the relative performance
of the heuristics momentarily.)

Comparing across costs for a fixedmodel: A naive “value-of-information” argument suggest
that ⌧ should be smaller when the costs per tool are 3 instead of 2, since greater cost per tool
means that holding X is more costly. That is mostly true (if weakly so) for Model 2 and for
Model 1 with �  0.96, but it fails in Model 1 for both TC and IIC and � = 0.99. The problem
with this argument (and why it is naive) is that changing the costs of tools changes the relative
“separation” between the measures of value on which the reinforcement-learning heuristics are
based. For instance, in Model 1-2, the incremental contribution of tool 1 to {1, 2} is 3.56; in
Model 1-3, it is 2.56. If the decision maker reaches the kit {1, 2} , while IIC is unlikely to cause
her to lose tool 1, the odds are certainly greater that this happen in Model 1-3 than in Model 1-2.
And, for both TC and IIC, dropping either tool 1 or tool 2 is a decision that cannot be reversed.
In the simulations, we see this in the composition of the final toolkits: For ⌧ = 15, in Model
1-2, TC ends at {1} 1.3% of the time and at {2} 1.5% of the time. For IIC, the percentages are
2.3% and 2.5%. For ⌧ = 15, when costs rise to 3, the four percentages are, respectively, 7.8%,
8.9%, 11.2%, and 13.8%. There is virtually no chance of ending with a toolkit other than {1} ,
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{2} , or {1, 2} . 16 Hence, for both TC and IIC in Model 1-3, increasing ⌧ beyond the optimal
value for Model 1-2 removes to significant extent the “disaster” of eliminating either tool 1 or
2.17

Comparing the heuristics

We (finally) move to the main simulation exercise: For each model–cost pair and value
of � , we compare the “relative performance” of the four heuristics. The primary measure of
performance of a heuristic is the average value it generates; we also: (1) compute the standard
deviation of value per iteration; (2) for each pair of heuristics, find the t-statistic for a (one-sided)
difference ofmeans (paired-sample) in value produced, (3) find the distribution of “final” toolkits
chosen by each heuristic, (4) find the time at which each heuristic chooses its “final” toolkit (the
time after which the heuristic always chooses the same toolkit), (5) take “snapshots” of the
average value produced by each heuristic at a set of times, and compute the standard deviations
of those snapshots, and (6) measure in each simulation iteration the number of computations
and comparisons the heuristic makes (out to whatever time horizon T we employ) and average
those.

As we do this, for each model–cost pair and value of � , we employ the parameter values (⌧
and � ) that are optimal for each heuristic according to Table 3, sowe are comparing the heuristics
where each is performing at (or near) its best. This analysis choice is not uncontroversial—could
a decision-maker so naive as to employ reinforcement learning have a sense, a priori, of how to
set ⌧ optimally?

For each model–cost–� trio (twenty in all), we create 10,000 random samples of {vt; t =
0, . . . , T} and then apply each of the four heuristics to that single sample. This makes compar-
isons of the relative performance of the heuristics entirely appropriate; in particular, it enables
paired-sample comparisons of differences in means. But comparisons across different values of
� are less appropriate.

The value of T employed depends on the value of � : Table 7 provides, for each � , the
T employed and �T , a measure of the amount of total value that truncation at T causes. For
� = 0.99, we miss about 1% of the value; for lower � , T is chosen so we miss only (around)
0.1% of the total. This means that the “final” toolkit chosen by a heuristic is the toolkit chosen at
an earlier time for smaller values of � ; in general, we expect the “accuracy” of choices, measured
(say) by the proportion of trials on which the heuristic ends at the toolkit {1, 2} , to increase with

16 In the simulations, in both Models 1-2 and 1-3, for ⌧ = 15 and for TC and IIC, there was only one instance in
which another kit the final kit: In Model 1.3, in one iteration out of 1000, IIC ended with ; .
17 For ⌧ = 19 in Model 2-3, the percentage of time that TC ended with {1} and {2} were, respectively, 4.7% and
4.6%. For ⌧ = 23 in Model 2-3, the percentages for IIC were reduced to 3.7% and 2.4%.
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� . This is not only because the heuristics are sensitive to � through the change in ⌧ ; it is also
because the heuristics have longer to operate.

Table 7. Choice of T for different �

All of the data just described for all twenty model-cost-� trios are presented in the on-line
appendix. In this paper, we provide (only) data that illustrate our main conclusions.

Basic performance results

The basic performance results—average performance of each heuristic in each of the twenty
model–cost–� combinations—are given in Table 8. Also given in this table are t-statistics that
compare those average performance results for � = 0.9 and 0.99. (In terms of the t-statistics,
these two values of � are representative.)

The tables of t-statistics are read as follows: A negative entry—for instance, the �4.9 in
the cell row-IIC, column-TC in the table forModel 1-2, � = 0.9, means that the column heuristic
(TC) outperformed the row heuristic (IIC), and the pairwise difference in performance levels
(one for each of 10,000 iterations of the simulation) had a standard error (different from zero)
of 4.9. A positive entry means that the row heuristic outperformed the column heuristic.

The immediate observations are:

1. SSB and UCB (statistically) substantially outperform TC and IIC in nearly all cases, if we
measure by the t-statistics on difference ofmeans. In one instance—Model 2-3 for � = 0.93,
IIC essentially ties SSB. In both Models 2-2 and 2-3, for � = 0.8, there are cases where
both SSB and IIC come close to SSB and UCB. But for � = 0.96 and 0.99, the smallest
t-statistic observed in comparing either TC or IIC with either SSB or UCB is 5.56, and t’s
over 10 and as high as 60 are prevalent.

2. In all cases ofModel 1, TC outperforms IIC, with only one case (Model 1-2)with a t-statistic
less than 4.8. For Model 2-2, TC outperforms IIC for � = 0.96 and less, but IIC beats TC
(quite significantly) for � = 0.99. And for Model 2-3, IIC crushes TC; the smallest t for
the five � s is 8.1.

3. UCB beats SSB in all but three cases, Model 1-3 for � = 0.8, Model 2-2 for � = 0.96, and
Model 2-3 for � = 0.99. It is only the last case in which the difference passes the common
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Table 8. Basic performance results

test of statistical significance. In the other seventeen cases where UCB outperforms SSB,
the difference has a t greater than 2 in eleven cases and less than 2 in six.

4. If we try to gauge how “difficult” is each of the four problem–cost pairs for the four heuristics
either by comparing the average performance divided by the value achieved an “omniscient”
decision maker (one who chooses from the start the optimal toolkit {1, 2}) or by the dif-
ference between what an omniscient decision maker would achieve and what the heuristics
achieve, the answer is the same: Problem 1 is “easier” than 2, and either problemwith a cost
of 2 is “easier” than either with a cost of 3. The second of these is hardly surprising: The
reinforcement learner essentially invests in knowledge in her choice of ⌧ (and, for UCB,
� ), and when costs are 3, this knowledge comes at a higher price.
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The “final” toolkit
To get a better sense of how the heuristics “fail” when they do, we next look at final

toolkits; that is, the choice made by each heuristic at time T . Table 9 gives data concerning the
distributions of final toolkits for the four heuristics, for � = 0.8, 0.93, and 0.99. (The results
for � = 0.9 and 0.96 are in virtually all respects “intermediate” to the results given in Table 9.)
The percentages of trials in which the heuristic landed at the optimal toolkit {1, 2} is recorded
first; then percentages are given for other “commonly observed” final toolkits, with some results
grouped. (Percentages for toolkits that were not final toolkits a significant percentage of the
trials are omitted. Note that the column headings for Model 2-3 are not the same as for the other
three model–cost pairs. As always, complete data can be found in the appendix.) Immediate
observations follow.

Table 9. Percentages of “final toolkits”

1. With the possible exception of TC for Model 2, one expects that the percentage of trials on
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which a heuristic gets to {1, 2} will rise with � , both because T is larger, so the heuristic
has more time to operate, and because there is (generally) larger ⌧ with greater � . And
this is borne out in every case. One might expect a different result for TC in Model 2, since
(we know) as ⌧ ! 1 , TC is increasingly likely to end at {1, 2, 3} . But the optimal ⌧ s
prevent that from happening. On the other hand, as � increases, the odds that the final toolkit
is {1, 2, 3} does increase under TC in Model 2, to as much as 17.3% for Model 2-2 when
� = 0.99.

2. On the other hand, onemight expect that, when costs are 2, the percentage of times a heuristic
ends at {1, 2} will be higher than when costs are 3. That holds for Model 2 and for TC and
IIC for Model 1, but not for SSB and UCB, for Model 1. The explanation for this mirrors
an earlier given explanation for a different phenomenon: When costs are 2, the values of
{1, 2, 3} and {1, 2, 4} are closer to the (optimal) value for {1, 2} than they are when costs
are 3 (see Table 1). Hence both SSB and UCB end with {1, 2, 3} or {1, 2, 4} in a significant
proportion of the trials in Model 2-1, for smaller � .

3. Consistent with the notion that Model 2 is “harder” than Model 1, the percentages of getting
to {1, 2} are higher for Model 1 than for Model 2, holding fixed the cost and the heuristic.

4. Except for Model 2-2, � = 0.99, a large proportion of the “mistakes” made by TC and IIC
end with either {1} , {2} , and {3} . This is not surprising, insofar as these heuristics can
never recover a tool once dropped. It is interesting in this respect to think about TC forModel
2-3. As already discussed, the total (net) contributions of tools 1 and 3 to the full set of tools
are, respectively, 0.08 and 0.268. Therefore, one might expect to see more occurences of
{3} than {1} . But remember that total contributions are measured with respect to a toolkit.
It is true that, starting from all four tools, tool 1 is more likely to be dropped than is tool 3.
(Of course, tool 4 is very likely to be dropped at the first opportunity.) But if tool 1 is dropped
and 2 and 3 are retained, relative to {2, 3} , tool 3’s total contribution remains 0.268; there
remains substantial odds that tool 3 will be dropped subsequently and the final toolkit will
be {2} . But in the context of {1, 2} (if tool 3 is dropped), tool 1’s total contribution rises
from 0.08 to approximately 0.77. That is, tool 1 has a greater “cushion” in the context of
{1, 2} than tool 3 does in the context of {2, 3} . So even if {2, 3} is more likely than {1, 2}
along the way, {2, 3} is much more likely to convert to {2} than is {1, 2} .

In terms of getting to {1, 2} , TC and IIC outperform SSB and UCB inModel 1-2 for � = 0.8
and 0.93 (and also � = 0.9 and 0.96). However, in terms of average performance, TC and IIC
are crushed by SSB and UCB: Across all five values of � , the smallest difference-of-means
t-statistic is 5.56 (UCB versus TC for � = 0.99). This is easily explained: TC and IIC, when
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they don’t end with {1, 2} , are prone to wind up at {1} or {2} , which give average values of
4.7 and 4.8, respectively. SSB and UCB, on the other hand, are prone to end with {1, 2, 3} or
{1, 2, 4} (when they don’t end at {1, 2}), which have values 7.78 and 7.74. That is, TC and IIC
make relatively fewer errors, but the errors they do make are considerably more expensive.

In addition, and because the “errors” made by TC and IIC are more expensive than those
typically made by SSB and UCB, good values of ⌧ for SSB and UCB can be (and are) less than
those that work best for TC and IIC. Hence TC and IIC, at their optimal values of ⌧ , make fewer
errors than do SSB and UCB at their optimal values. (But this explanation is only part of the
story; see the next subsection.)

This suggests that a better measure of the performance of the heuristics in the long run is the
expected value that they generate in period t for large t . Table 10 presents the data: For each
heuristic, model, cost, and � , it gives the “expected value” generated by KT (where T changes
with � ). We put “expected value” in scare quotes to signify that we calculate these numbers
by taking the distribution of “final toolkits” generated by the heuristic in our simulations, and
dotting that distribution into the (theoretically) computed expected values of each toolkit, from
Table 1.

Table 10. “Expected values” of final toolkits. (See text for explanation of the scare quotes.)

Weexpect performance of these final toolkits to improvewith � , both because the parameters
of the heuristic adjust to invest in more information as � rises and because T increases with � ,
giving the heuristics more time to get things closer to right. And, with the exception of TC and
IIC in Model 2-3, from � = 0.8 to 0.9, we see this. 18

18 Note, in this regard, that T = 64 for � = 0.8 and 0.9, and ⌧ = 2 for both TC and IIC and these two values of � ,
so in theory, the distributions of “final toolkits” in these cases should be identical. (Data in the appendix confirm that
the full distributions are very close.) Hence the differences in “expected values” in Table 10 in these cases are due to
variations in the samples of {vt} in the two simulations. Also note that ⌧ , � , and T are identical in these two cases
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And, in terms of comparing the relative performance of the different heuristics, Table 10
shows that SSB and UCB’s superiority of performance is most marked for � = 0.99. Since TC
and IIC’s “errors” involve dropping tools, from which they cannot recover, one expects that the
edge exhibited by SSB and UCB over TC and IIC will be only greater as � gets closer to one.
However, this is not entirely true for IIC: For these problems, we know that as ⌧ approaches1 ,
IIC is bound to get to {1, 2} with probability approaching one. So, for � very close to 1, IIC,
with an optimal choice of ⌧ , will asymptotically do just as well as SSB and UCB, in absolute
terms.

The speed of decisions

For � < 1, the “accuracy” of decisions made by a heuristic is of course important to how
well the heuristic performs. But also important is the speed with which the heuristic makes those
decisions. If heuristics A and B are equally accurate asymptotically (and, generally, accurate in
a good way), but A gets there more quickly, then A will have the better performance. So it is
interesting to ask how quickly the four heuristics make the decisions that they do make.

Two possible (albeit imperfect) measures of decision speed are (1) the date t after which a
heuristic made no further changes in its toolkit or, in other words, the date at which it reached its
“final destination,” and (2) the relative performance of toolkits selected at a sequence of times.
If we look at the first measure, there is no question that TC and IIC get to where they are going
muchmore rapidly than do SSB and UCB. Table 11 gives an indication: It provides, for each of
the heuristics and each model–cost pair, the percentage of trials (out of 10,000) that the heuristic
has reached its final destination at or before times t for t = ⌧ , 20, 40, 80, and 160, for the
simulations for � = 0.99. (Note that for Model 1-3 and IIC, ⌧ = 23 > 20.) The numbers are
self-explanatory.

Table 11. Percentage of trials for which “final destination is reached” on or before several dates, � = 0.99

for SSB and UCB, so the “expected values” of their final toolkits are also identical, in theory. Interestingly, the selection
of {vt} in the simulation for � = 0.9 was slightly better for SSB and UCB than the selection for � = 0.8 , the reverse
of what happens for TC and IIC.
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It is fairly clear why TC and IIC reach their final destination so much more rapidly than do SSB
and UCB: TC and IIC work by discarding tools permanently, while SSB and, even more, UCB,
can go back to tools (toolkits, really) that were earlier “eliminated.”

The second suggested measure of “speed”—the relative performance of the heuristics at
different times—is probably more meaningful. But the patterns seen in the data are difficult to
classify. Three tendencies are generally, but not universally, observed:

1. SSB and UCB outperform TC and IIC at early dates, but this is largely an artifact of the
choice of ⌧ , which tends to be lower for SSB and UCB than for TC and IIC.

2. Consistentwith the data inTable 11, TCand IIC stop showing significant improvement a good
deal earlier than do SSB and UCB. In fact, for �  0.96 in Model 2-3, TC’s performance
shows a tendency to degrade over time.

3. In most cases, SSB and UCB track very closely. In a few instances, SSB outperforms UCB
for large t .

Observation 2 is germane to the pattern observed last subsection: In Model 1-2, in terms of
getting to {1, 2} , TC and IIC outperform SSB and UCB for lower values of � but not for
� = 0.99, when each heuristic is optimized in terms of ⌧ . Since the optimal values of ⌧ for SSB
and UCB are 8 for � � 0.9, this is not the explanation. Instead, SSB and UCB “surpass” TC
and IIC in terms of getting to {1, 2} by time T when � = 0.99 because, for this � , T is larger;
TC and IIC have (for the most part) stopped “learning” by t = 160, but SSB and UCB are still
very actively learning in a significant fraction of the iterations.

Computational burden

The final consideration we investigate when comparing heuristics is the “computational
burden” of each heuristic. Whenmeasuring the number of computations for the different heuris-
tics, we proceed as follows. Arithmetic computations are counted separately from numerical
comparisons. A simple arithmetic computation—an addition, subtraction, multiplication, or
division—counts as one computation. Taking a square-root counts as two. Individual compar-
isons are counted one apiece. Setting various counters to initial values or resetting counters based
on comparisons are not counted at all. It is worth noting that we made no attempt to “optimize”
the implementation of the various heuristics, but programmed each in absolutely straightforward
fashion, as (we believe) would befit a decision-maker who is using reinforcement learning.

Results are shown for � = 0.8, 0.93, and 0.99 in Table 12. The results for � = 0.9 and 0.96
fall entirely in line. Most of the differences as � varies are due to changes in T , the horizon out
to which we ran the simulations. A bit of the differences are due to changes in ⌧ and � for the

38



Table 12. Average numbers of computations and comparisons for the four heuristics

different heuristics.
Not surprisingly, TC involves the fewest computations and comparisons, IIC is second, and

SSB third; UCB is hugely more computationally burdensome than SSB, but involves precisely
the same number of comparisons (the criterion on which a toolkit is selected changes, but each
toolkit is assigned one measure of “goodness,” and all the toolkits are compared to find the best).

The data given in Table 12 may understate the relative computational burden of TC and IIC
relative to SSB and UCB in the following sense: It would not be unnatural for a decision maker
to stop making the required computations if she chose the same toolkit some number of times in
a row: If, say, she sees no change for ten consecutive periods, she might well decide that there
is little point to reconfirming her choices. Of course, this could degrade overall performance by
some amount, but probably it wouldn’t cause much loss, and it would ease the computational
burden to at least some extent. And, since TC and IIC arrive at their final destinationmuch earlier
(on average) than do SSB and UCB, this would (relatively) lessen their computational burden.
(However, TC and IIC, for large t , are often down to one- or two-element toolkits, which involve
fewer calculations on any iteration. This will temper the level of “savings” incurred by shutting
down computations early for those heuristics.)

8. Concluding remarks
Most of the qualitative conclusionswe have reached about reinforcement learning for choos-

ing good toolkits are completely intuitive: The unit of analysis, both in terms of the theory and
the results of our simulations, should be the toolkit and not the tool. The only case that we can
make for tool-based decisions instead of toolkit-based decisions is the relative computational
burden of the latter compared to the former, which (of course) grows exponentially in the number
of possible tools. Decision makers should explore more and exploit less the more weight they
put on the future. In evaluating how a heuristic performs, the relevant questions are: Does it

39



make good choices? Does it make those good choices relatively quickly?
Since these conclusions are completely intuitive, the immediate question is, Why bother

with such a lengthy investigation of them? What value added has this study provided? The
examples in Section 4 that show the possible flaws in tool-based learning are interesting but
hardly deep; the theoretical results in Section 5 are “obvious” consequences of the strong law
or large numbers, although the techniques used to legimate the use of slln in a context where
information streams can be “mixed” in complicated ways are, we think, worthy of note. But this
is more noteworthy than paper worthy.

We believe, instead, that it is the simulations that justify this study. Economic theory often
provides results that invoke the expression “in the limit . . . .” While such results can provide
insight, they can hide more than they reveal about how “far out” one must go for the limiting
result to be a good approximation. Speed of convergence results provide some guidance—it
is helpful to know that, say, the distance between some phenomenon for finite n and the limit
achieved as n goes to infinity vanishes “exponentially,” but if all one knows is that this distance
is bounded by Ae�n for some constant A , and the constant is not identified, this is less helpful.

Of course, not all of economic theory suffers from this defect. But, we believe, the balance in
economic theory between theoretical results concerning what happens “in the limit” and insight
about what happens “before the limit” is too heavily weighted towards “in the limit.”

The reason for the imbalance is that “before the limit” results for complex problems are . . .
complex. So, to make progress, one resorts to computation and simulation. But observations
made computationally or from simulations of specific models are regarded by most economists
as being distinctly second class, at best, in comparison to theorems. Simulations are scorned
because “it isn’t clear how general this is; it may only hold in this specific specification.”

These are good grounds for skepticism of simulation-derived results, but they are not dis-
positive. Put it this way: Many economists have derogated the use of game-theoretic models in
Industrial Organization on the grounds that a clever model builder can tweak his model to get
whatever conclusion he desires. See, for instance, Fisher, 1989. But Fisher points out why such
models can help when he makes the distinction between what he calls “generalizing theory” and
“exemplifying theory.” Many of the game-theoretic models in IO in the 1980s proved nothing
about the real world. But they demonstrated possibilities; they suggested lines of empirical
inquiry, whether that subsequent inquiry was casual or more formal.

We claim that the simulation results in this paper have similar value. Consider again Model
2-3 and the data presented in Table 4. Even with � = 0.99, good values of the parameters of
the heuristics involve making decisions, some of them quite irreversible, with only 5 or 7 pieces
of data. Those good values lead to outcomes in which the long-run optimal toolkit—which is
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within reach “in the limit”—is obtained less than half the time and a remarkable 1.6% of the time
for IIC. Or consider the exploration–exploitation trade-off inherent in moving from SSB, which
(once ⌧ is reached) pays no attention to the scarcity of data the decision maker may have about
some candidate toolkits, to UCB, which gives some weight to this. At least for these problems,
the gains in performance from adding this level of sophistication is minimal.

You alone can judgewhether the simulation analysis has helped to refine your intuition about
reinforcement-learning heuristics in context of choosing a toolkit. We feel that it has helped
ours.

References

Baumol, William, and Richard Quandt (1964), “Rules of Thumb and Optimally Imperfect De-
cisions,” American Economic Review, Vol. 54, 23-46.

Doob, J. L. (1936), “Note on Probability,” Annuals of Mathematics, Vol. 37, 363-67.

Easley, David, and A. Rustichini (1999), “Choice without Beliefs,” Econometrica, Vol. 67,
1157-84.

Easley, David, andA.Rustichini (2005), “OptimalGuessing: Choice inComplexEnvironments,”
Journal of Economic Theory, Vol. 124, 1-21.

Fisher, Franklin M. (1989), “Games Economists Play: A Noncooperative View,” The RAND
Journal of Economics, Vol. 20, 113-24.

Francetich, Alejandro (2013), Contributions to Microeconomic Theory, Stanford CA: Ph.D.
thesis, Graduate School of Business, Stanford University.

Francetich, Alejandro (2014), “ManagingMultiple Research Projects,” manuscript, Department
of Decision Sciences and IGIER, Bocconi University.

Francetich, Alejandro, and David M. Kreps (2017), “Choosing a Good Toolkit: Bayes-based
Heuristics,” mimeo.

Fudenberg, Drew, andDavid Levine (1998), The Theory of Learning inGames, Cambridge,MA:
MIT Press. Neveu, J. (1975), Discrete Parameter Martingales, Amsterdam: North-Holland.

Gigerenzer, Gerd, and Peter M. Todd (2000), Simple Heuristics That Make Us Smart, Oxford:
Oxford University Press.

Gittins, J., and D. Jones (1974), “A Dynamic Allocation Index for the Sequential Design of
Experiments,” Progress in Statistics, Amsterdam: North-Holland, 241-66.

41



Kallenberg, Olav (1988), “Spreading and Predictable Sampling in Exchangeable Sequences and
Processes,” The Annals of Probability, Vol. 16, 508-34.

Lettau, M., and Harold Uhlig (1999), “Rules of Thumb Versus Dynamic Programming,” Amer-
ican Economic Review, Vol. 89, 148-71.

Lewis, Michael (2003), Moneyball: The Art of Winning and Unfair Game, New York: W. W.
Norton & Co.

Milgrom, Paul, and D. John Roberts (1991), “Adaptive and Sophisticated Learning in Normal
Form Games,” Games and Economic Behavior, Vol. 3, 82-100.

Radner, Roy (1975), “Satisficing,” Journal of Mathematical Economics, Vol. 2, 253-62.

Roth, Alvin E., and Ido Erev (1998), “Predicting How People Play Games: Reinforcement
Learning in Experimental Games with Unique, Mixed Strategy Equilibria,” American Economic
Review, Vol. 88, 848-81.

Rustichini, A. (1999), “Optimal Properties of Stimulus-ResponseLearningModels,”Games and
Economic Behavior, Vol. 29, 244-73.

Schlag, Karl (1998), “Why Imitate, and If So, How?,” Journal of Economic Theory, Vol. 78,
130-156.

Simon, Herbert (1959), “Theories of Decision-Making in Economics and Behavioral Science,”
American Economic Review. Vol. 49, 253-83.

Simon, Herbert (1979), “Rational Decision Making in Business Organizations,” American Eco-
nomic Review, Vol. 69, 493-513.

Simon, Herbert (1982a),Models of Bounded Rationality, Vol. 1: Economic Analysis and Public
Policy, Cambridge, MA: MIT Press.

Simon, Herbert (1982b), Models of Bounded Rationality, Vol. 2: Behavioral Economics and
Business Organization, Cambridge, MA: MIT Press.

Simon, Herbert (1997),Models of BoundedRationality, Vol. 3: EmpiricallyGroundedEconomic
Reason, Cambridge, MA: MIT Press.

42


