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Abstract: We study heuristics for a class of complex multi-armed bandit problems, the
period-by-period choice of a set of objects (a toolkit), where the decision maker learns the
value of a toolswithin the toolkit (both individually and jointly) by choosing the tools. All but
one of the heuristics studied involve a decision maker who employs Bayesian inference; one
reinforcement-learning heuristic serves as a benchmark. (In Francetich and Kreps, 2017, we
study a variety of reinforcement-learning heuristics.) Analytical results are combined with
simulations to gain insights into the relative performance of these heuristics. In comparison
with the large literature on the so-called “bandit-learning” problem in computer science and
operations research, we employ a discounted-expected-reward formulation that enhances
the importance of the classic exploration–exploitation tradeoff. (124 words)

Keywords: Heuristics, multi-armed bandits, behavioral decision making

1. Introduction
This paper concerns heuristics for a class of multi-armed bandit problems to which the Git-

tens’ Index Policy solution does not apply and for which analytically or numerically derived
solutions are generally impossible. The heuristics studied are (with one except) fairly sophisti-
cated, imagining a decision maker who has a well-specified prior assessment of the (sequential)
decision problem she faces and who employs Bayesian inference.2 The decision maker em-
ploys a discounted-expected-reward criterion; the emphasis in consequence is on the classic
exploration–exploitation tradeoff for bandit problems.

The decision problems studied take the following form. A finite set of tools, X , is given.
At each date t = 0, 1, . . . , a decision maker (she) chooses from X a subset Kt , her toolkit at
date t . She is rewarded based on the toolkit she chooses and on a (random) state of nature for

1 Assistance from David Aldous, Lanier Benkard, Hans Föllmer, Gerd Gigerenzer, Michael Harrison, Guido Im-
bens, Daniel Russo, Edward Schlee, Benjamin Van Roy, and anonymous referees of earlier versions of the paper, as
well as comments by seminar participants at Stanford University, Bocconi University, Princeton University, NYU, and
the University of Washington Bothell, are gratefully acknowledged, as is the financial support of ERC Advanced Grand
32419 and the Stanford Graduate School of Business. This paper extends results obtained in Chapter 3 of the Ph.D.
thesis of the first author.
2 In contrast, Francetich and Kreps (2017) studies more naive reinforcement-learning heuristics for this class of

problems.
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that date, vt . The support of vt (which we assume is a finite set) is denoted by V ; the (random)
reward at time t is given by W (vt,Kt) , for a function W : V ⇥ 2X � R+ . The decision
maker knows the function W , but at the outset, she is uncertain about the distribution of the
process {vt} ; she assesses that this process is exchangeable; that is, i.i.d. up to some unknown
distribution µ on V . Her prior concerning µ is given by ⌦0 ; we assume that the support of ⌦0
is a finite set {µ1, . . . , µN} . If she chooses Kt at date t , she observes her immediate reward,
which allows her to update her assessment of the underlying distribution of the {vt} , but she
(potentially) learns more: In particular, she is able to infer what W (vt,K) would have been for
every K ⇤ Kt . She may be able to make some inferences that are valuable in (re-)assessing
the distribution of Wt(vt,K�) for K� that are not subsets of Kt , but this is not (generally)
guaranteed. Hence, and based on the value of information alone, she is inclined to pick a larger
Kt , to increase the information she receives. But larger toolkits are more costly; in general,
were she to pick the toolkit at date t that would maximize her (currently assessed) immediate
expected payoff, she would (in general) choose something smaller than Kt = X . Her objective
is to choose toolkits sequentially, to maximize the expectation of the discounted sum of her
rewards, discounted at some given rate ⌃ .

Here is a more concrete specification: The state of nature at date t , vt , is a vector from Rx
+ ,

where vt(x) is the value of tool x at date t . Tools are rented by the period; the rental cost of
tool x is cx . At each t , the decision maker chooses Kt and only later (but still in period t)
observes the values of vt(x) for all x � Kt . Only one tool can be employed at each date, and
the decision maker chooses the tool from her toolkit that has the highest value on that date, so
choosing the toolkit Kt at date t provides the (state-dependent) reward

WMAX(vt,Kt) = max
⇧
vt(x);x � Kt

⌃
�
⇣

x⌦Kt

cx.

But while the decision maker observes the value of vt(x) for all x � Kt , she does not observe
the values of vt(x�) for x� �� Kt . Choosing a larger Kt therefore increases the rental cost,
but provides two benefits: To the extent that a tool x might give the highest immediate value,
the immediate (gross of rental cost) reward might improve. And, even if x has no chance of
having the highest immediate value-in-use, it might provide very valuable information about the
distribution of the {vt} . 3

3 If she assesses that the values of tools are fully independent of one another, so that the only information received
from putting x into Kt is information about the distribution of vt(x) , then x will be included in Kt only if there is
some (prior) chance that x will be most valuable.
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The problem posed is a multi-armed bandit problem, but one where the arms of the bandit—
thepossible choices at eachdate, orK ⇤ X—arenot statistically independent. For one thing, the
value of one tool could be correlated with the value of other tools. But even more fundamentally,
choosing “arm” K provides full information about “arms” K� ⇤ K and, perhaps, partial
information concerning other arms. Hence the solution to the multi-armed bandit problem
presented by Gittins (1979), which depends on independent arms, does not apply.

Of course, in theory, an optimal solution for the decision maker, based on her subjective
prior assessment of the situation, can be found using the methods of dynamic programming.
But, practically speaking, neither analytical nor numerical solutions are feasible, except for very
simple parameterizations. Decision makers faced with this problem must resort to heuristics
and, as is true of both the exact optimal policy and of any heuristic, the chief trade-off is between
exploitation—choosing the toolkit that, based on current knowledge gives the highest immediate
expected reward—and exploration, choosing a toolkit based on the information it will provide
that will be used to make (better informed) future choices.

Analyses of heuristics for multi-armed bandit problems constitute a huge literature in Com-
puter Science and Operations Research (CS/OR), under the general rubric of bandit-learning
problems. Various categories of non-independent-arm bandit problems are investigated, includ-
ing (so-called) linear bandits, Gaussian bandits, and smooth bandits. The paper closest to ours,
in which the arms of the bandit are subsets of some larger set, is Sauré and Zeevi (2013); the
interpretation generally given in this literature is that “tools” are products that might be offered
for sale (say, on a website), and the “toolkits” are assortments of products that might be posted.

Where this paper parts from theCS/ORliterature is on the criterionused to evaluateheuristics.
The CS/OR literature seeks heuristics that minimize undiscounted asymptotic regret. Write w⇥

as the expected value the decision maker would receive in each period if she knew the truth (the
distribution µ under which {vt} is an i.i.d. sequence), and write wt(⌦t,Kt) as the value she
expects to receive, based on her choice of toolkit Kt and her posterior assessment ⌦t over the set
{µ1, . . . , µN} , at period t , based on past choices and observations. Then, her (undiscounted)
asymptotic regret is

lim
t⇧ 

t⇣

s=0

[w⇥ � wt(⌦t,Kt)].

This, or rather the expectation of this, is what the decisionmaker seeks tominimize in the CS/OR
literature. (This criterion goes back at least to the classic paper of Lai and Robbins (1985) and
may be original to that paper.)
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Imagine in this regard two hypothetical heuristics. Heuristic #1 is very effective in the first
few periods, but gives a small but positive chance of never discovering the truth. Heuristic
#2 is very costly in the short-run, but almost surely gets the decision maker to a point where
wt(⌦t,Kt) = w⇥ . Obviously, by the minimize-expected-asymptotic-regret criterion, Heuristic
#2 wins; it has finite asymptotic regret, while Heuristic #1 gives infinite asymptotic regret. 4

Equally obviously, for some discount factors ⌃ bounded away from 1, Heuristic #1 will outper-
form #2 based on an expected-discounted-reward criterion. By employing minimal asymptotic
regret, the CS/OR literature is rendering the exploitation/exploration tradeoff into: Among all
heuristics that are sure to get to the truth, which one does so (in expectation) most quickly.
Minimizing asymptotic regret is, of course, a valid criterion. But, we believe, the more eco-
nomically straightforward criterion—and the criterion that concerns more directly the classic
exploitation/exploration tradeoff—is discounted expected rewards.5

With this motivation, we proceed as follows. Details about the general formulation of the
problem we study and two special cases are provided in Section 2. Some basic facts about the
(in general unobtainable) optimal solution to the problem are given in Section 3; these results
are provided just to set a benchmark. Several sophisticated decision heuristics are defined
and discussed in Section 4; in each of these, the decision maker engages in Bayesian inference
concerning her assessment of the environment in which she finds herself, so we call these Bayes-
rule orBayesianheuristics. Section5provides answers to thequestion, For eachheuristic, towhat
extent does it guarantee that the decision maker will, eventually, be choosing the “objectively
correct” toolkit (assuming her prior assessments put positive probability on the objective truth)?

Then, in Section 6, we examine the relative performance of these heuristics in a handful
of specific problems for various discount factors ⌃ , using simulation. We rely on simulation
because we know of no other way to study how well the heuristics perform for ⌃ bounded away
from one. Of course, the results we obtain depend on the specific problems we simulate. But
we think that we can draw some general conclusions from these results; at least, we hope to
convince the reader that these conclusions will hold in substantial generality.

Section 7 discusses issues of robustness and, in particular, how these simulations might
perform in cases where the decision maker’s model of her environment is mis-specified. In our
simulations, we carry along one relatively simple and naive reinforcement-learning heuristic

4 This isn’t quite accurate. If there were a continuum of actions, a heuristic could have finite expected asymptotic
regret if the choices it makes approach the optimal choice, even if they never quite get there. And getting to the optimal
choice almost surely doesn’t guarantee finite expected asymptotic regret: The heuristic has to get you there “fast enough.”
5 Russo andVanRoy cite only one (contemporaneous) paper, Russo, Tse, andVanRoy (2016), that uses a discounted-

regret formulation. This, of course, is equivalent to maximizing discounted expected rewards. Readers interested in this
problem should read their paper as well, as they attack the problem in a fashion complementary to what we do here.
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(one that does not employ Bayesian inference) as a benchmark; we see that this simple and
naive heuristic may be considerably more robust to mispecification error than are the more
sophisticated heuristics that rely on Bayesian inference.

We consider this paper as belonging to the literature of behavioral economics and, more
precisely, to the strand of literature that concerns decision heuristics or rules-of-thumb for
problems too complex for real-life decision makers. In our companion paper, Francetich and
Kreps (2017), we give a review of important papers in that tradition; when wewrap up in Section
8, we will comment in particular on how this paper connects with the literature on heuristics in
social psychology and, in particular, with the work of Gigerenzer and Todd (2000).

The paper has two appendices. The first gives details of the proofs of the propositions in Sec-
tion 5. The second, which is posted online at https://www.uwb.edu/business/faculty/afrancetich,
is a folder that includes a pdf with an explanation of the other items in the folder, R-language
scripts, and Excel spreadsheets.

2. Formulation details
Repeating somewhat from the introduction, here is the problem formulation.

• A decision maker (she) must, at each date t = 0, 1, . . . , choose a toolkit or subset Kt from
a given finite set X of tools. The choice Kt = � is allowed.

• In period t , a “state of the world” vt prevails. The value of vt is drawn from some finite
set V .

• The immediate net reward or payoff to the decision maker in period t depends on vt and
the toolkit that she has chosen, Kt , and is given by a function W (vt,Kt) .

• The sequence {vt} is i.i.d., with each vt having distribution µ , a probability distribution
on V . The decision maker does not know µ , but instead (at time t = 0) assesses that
the sequence {vt} is exchangeable; that is, i.i.d. up to some unknown distribution µn .
Her prior assessment is over this distribution has finite support {µ1, . . . , µN} , where her
assessment that µn is the true distribution is ⌦0(µn) . (We assume that, in this ennumeration,
the hypotheses are distinct.)

• We assume for now, and for most of the paper, that µ , the objectively true distribution, is one
of the µn . Therefore, whatever she sees as time passes is (almost surely) never a complete
surprise; and she can (and does) employ Bayesian inference; ⌦t(µn) will generally denote
her posterior assessment, as she goes to choose toolkit Kt .

• The decision maker’s choice of toolkit affects what she observes. For each K ⇤ X , there
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is a partition � (K) of V , and if she chooses Kt at time t , she learns which cell of the
partition � (Kt) contains vt . We assume that � (X) is the finest partition (if she chooses
Kt = X , she learns the value of vt ), and we assume that � (�) is the coarsest partition; if
Kt = � , she learns (in period t) nothing. We assume that if K ⇤ K� , then � (K�) is a
(weak) refinement of � (K)—that is, a larger (in the sense of set inclusion) toolkit provides
at least as much information—and that, for each v and K , W (v,K) is constant on each
cell in the partition � (K) ; that is, the decision maker learns her immediate payoff.

• On behalf of the the decision maker, we evaluate outcomes (of different heuristics she might
employ) as the average or expectation of the normalized discounted sum of immediate
payoffs, using her subjective probability assessment, 6 discounted with some discount factor
⌃ < 1. That is, her overall payoff, over which she averages, is (1� ⌃)

� 
t=0 ⌃

tW (vt,Kt) . 7

She seeks to choose toolkits, based on information she receives, in a manner that does well
according to this crieterion.

Notation and language

The following notation is used. For each set K , let wn(K) :=
�

v⌦V µn(v)W (v,K) ,
w⇥n := max{wn(K) : K ⇤ X} , and K⇥n = {K ⇤ X : wn(K) = w⇥n} . That is, wn(K) is the
expected immediate reward generated by K under µn , w⇥n is the value of the optimal toolkit if
µn is true, and K⇥n is the set of optimal toolkits under µn .

Suppose that the decision maker holds assessment ⌦
�
over {µ1, · · · , µN}

⇥
. Let w(⌦,K)

denote
�N

n=1 ⌦(µn)wn(K) ; that is, w(⌦,K) is the decisionmaker’s expected reward this period,
if she chooses K , when her posterior is ⌦ . Let w⇥(⌦) := max

⇧
w(⌦,K);K ⇤ X

⌃
, or her

optimal immediate expected reward with beliefs ⌦ , and let K⇥(⌦) =
⇧
K ⇤ X;w(⌦,K) =

w⇥(⌦)
⌃
; that is, the set of myopically optimal toolkits, when she holds beliefs ⌦ .

We will be making a variety of probabilistic statements concerning what happens as time
passes, such as “If the decision maker uses Heuristic X, then with probability 1 she will learn
which of her initial hypotheses about the distribution of the {vt} is the correct hypotheses.” To be
formal about such statements requires a probability space with a probability measure, on which
random variables of interest (such as her posterior assessment ⌦t at time t over her hypotheses)
are defined. Note, in this regard, that the heuristic she chooseswill affect the probabilitymeasure
that governs the dynamics of such random variables. Being formal about such things makes

6 A referee of an earlier version of the paper objected to evaluating the heuristics using the decisionmaker’s subjective
assessment. But, from the perspective of the decision maker who is choosing a heuristic, her subjective expectation
should guide her choice. We’ll have more to say on this point in Section 7, where we discuss robustness.
7 By pre-multiplying with (1� �) , we normalize the discounted sum so that it is on a scale of the per-period payoffs.

This allows us, for instance, to discuss the limiting behavior of the decision maker’s overall payoff as � ⇥ 1 .
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the expositional flow quite convoluted, and so we will adopt the following shorthand: First,
N denotes the index of the “objectively true” hypothesis. P denotes probability statements
based on the probability measure generated by the heuristic under discussion at the time and
her prior beliefs; PN denotes probability statements based on the “objective truth”; E and EN

denote expectations with respect to P and PN , respectively; K⇥ will denote K⇥N , or the set of
“objectively optimal” toolkits; and w⇥ will denote wN , or the expected value that the decision
maker could receive if, from the outset, she knew the truth and chose optimally. (Of course, w⇥

is greater than the value of the optimal solution to the problem she faces.)
Consider, then, the statement “If the decision maker uses Heuristic X, then with probability

1 she will learn which of her initial hypotheses about the distribution of the {vt} is the correct
hypothesis.” This is seemingly ambiguous, because there are at least two probability measures,
P and PN , to which this might be referring. Since P attaches positive (prior) probability to
PN , however, any statement that has P probability 1must have PN probability 1. Hence, when
we use the language that this or that event has probability 1, without any further qualification,
it will be implicit that this means P-probability 1 and, hence, it implies that the event also has
PN -probability one.

A special case

The general formulation just given is used for our theoretical results but, especially when
we resort to simulations, we require more concrete formulations. We will use one specific
formulation for the simulations, built up as follows:

Suppose that V ⇤ (R+)X , and write vt(x) for the x th component of v at time t , interpreted
as the value of tool x at time t . Suppose that W (vt,Kt) takes the form

W (vt,Kt) := U
�
(vt(x) · 1Kt(x))x⌦X

⇥
� C(Kt),

where: U : (R+)X � R+ is a nondecreasing function;
�
vt(x) · 1Kt(x))x⌦X

⇥
denotes the vector

from (R+)X whose x th component is vt(x) if x � Kt and is 0 if x �� Kt ; 8 and C : 2X � R+

satisfies C(�) = 0 and C(K) < C(K�) if K ⌃ K� and K /= K� . The C function represents
the “rental cost” of various toolkits, and U translates the values of individual tools in the toolkit
on a given date into a gross immediate benefit (gross of the rental cost). The assumption that
U is nondecreasing means that a higher value of a tool cannot decrease the overall value of the
toolkit; combined with the application of U to the “censored” vector

�
vt(x) · 1Kt(x)

⇥
x⌦X

, it
means that a tool not in the toolkit contributes zero (the lowest possible value of vt(x)) to U .

8 The dot in (vt(x) · 1Kt (x))x⇤X is not a dot product but instead the x -component-by-x -component product of
vt(x) and the indicator function of the set Kt .
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Suppose further that � (Kt) is the partition of V given by the components of v that are
in Kt ; that is, the decision maker observes at time t the immediate values of the tools in her
toolkit Kt , but not the values of tools that she did not take on this day. With this specification
of � (Kt) , it is of course true that the decision maker who chooses Kt can infer from what she
observes the reward she would have received had she instead chosen a toolkit K ⇤ Kt (as long
as she is aware of the functions U and C , which we assume is true).

In this special case, where we assume that vt(x) is the value of x at time t , we make no
assumption about the independence of vt(x) and vt(x�) , for x� /= x . Note that independence can
occur (or fail) at two levels: It could be that the values of various tools are independent under
each hypothesis µn , but that the decision maker’s uncertainty about µn allows for dependence
in her subjective assessments. And it could be that, even under her subjective assessment,
learning about the value of tool x provides no information about any other tool’s distribution of
values; that is, she initially entertains, for each tool x , hypotheses {µx

n;n = 1, . . . , Nx} about
the distribution of each vt(x) , and her prior ⌦x concerning which of these hypotheses is true
about tool x is independent of her priors on the hypotheses for other tools. (So, in this case,
the number of full priors that she has is the product of the numbers Nx .) We will refer to this
second situation as the case of full independence.

Finally, when it comes to simulations, we will work with the particular functional form for
U and C that was described in the introduction:

WMAX(v,K) := max
x⌦K

v(x)�
⇣

x⌦K

cx

for some function c : X � R++ .

3. The optimal solution
Because of the finiteness assumptionswe havemade, it is immediate that an optimal solution

to the decision maker’s problem exists, which can (in theory) be found by either policy or value
iteration. For all but the simplest specifications, finding a solution is impractical, however: The
“state space” consists of all (obtainable) posteriors over {µ1, . . . , µN} , and the so-called “curse
of dimensionality” intrudes. Nonetheless, we can say some things about the optimal solution,
beyond the fact that one exists.

Proposition 1.
a. Consider the following strategy. At dates t = 1, 2, 22, 23, . . . , the decision maker chooses as

her toolkit all of X . At all other dates, she chooses for Kt any toolkit K � K⇥(⌦t) , where
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⌦t is her (Bayesian) posterior assessment based on all the information she has collected up
to date t . 9 Then, with probability one, her posterior assessment over the µn will converge
to a point mass on µN , and she eventually chooses toolkits from K⇥ for all dates t except
for those t that are of the form 2n . Hence the Cesàro averages of her per-period payoffs
almost surely converge to w⇥ .

b. Write u⇧(⌃,⌦0) for the optimal expected value attained by the decision maker in the problem
with discount factor ⌃ , as a function of ⌃ and the decisionmaker’s prior ⌦0 ; that is, u⇧(⌃,⌦0)
is the maximized value of the (normalized, subjective) expectation of
(1 � ⌃)

� 
t=0 ⌃

tW (vt,Kt), where we maximize over all feasible strategies for choosing
toolkits by the decision maker. Then,

lim
⇥⌃1

u⇧(⌃,⌦0) = w⇥.

c. For a fixed ⌃ < 1 , let ⌦t be the decision maker’s posterior assessment concerning which
µn is true, at time t , if she is using the optimal strategy. Then {⌦t; t = 0, 1, . . .} converges
with probability 1. And, if we let ⌦ denote this a.s. limit, the decision maker eventually
chooses only toolkits K � K⇥(⌦ )

Readers familiarwith the literature onmulti-armedbanditswill recognizepart a as a very standard
result. If the decisionmaker is interested in optimizing her average (expected) reward rather than
a discounted sum of rewards, she can adopt any strategy that (a) samples every “arm” infinitely
often, using the data so generated to learn (almost surely) the expected return from each arm,
while (b) choosing whichever arm is myopically optimal based on information gathered so far
a proportion of the time that approaches one. In our specific problem, choosing the toolkit X

infinitely often generates all the information needed; the decision maker’s posteriors will almost
surely converge to a point mass concentrated on µN . 10 Therefore, almost surely, she eventually
picks some Kt from K⇥ for a frequency of dates that approaches 1.11

For part b: w⇥ is an obvious upper bound on the decision maker’s feasible expected (nor-
malized) payoff. The optimal strategies (for each ⌃ ) must do at least as well as the strategies

9 At date 0, she employs her prior.
10 Recall that the µn are distinct. There is, in fact, a subtle point to deal with, here: DeFinetti’s Theorem tells us that
the decision-maker’s posterior, based only on what she sees at the dates 1, 2, 4, 8, and so forth, will converge to a point
mass on the truth. But, perhaps, what she sees at other dates—especially since there are many more “other dates”—will
lead her away from the truth. Lemma 4 in the Appendix shows that this will not happen, with probability 1.
11 Since w(⇤, K) is continuous in ⇤ , if K ⌅⇤ K� , then eventually, as ⇤t converges to a point mass on the truth,

w(⇤t, K) < w(⇤t, K⇥) for all K⇥ ⇤ K� .
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of a, whose expected values (as ⌃  1) approach w⇥ . (Since total payoffs are bounded, a.s.
convergence implies convergence in expectation.)

And for part c: Convergence of the posterior assessments involves a simple invocation of
the martingale convergence theorem. Then use the argument from footnote 11.

4. Bayes-rule-based Heuristics
We will examine and compare six Bayes-rule-based heuristics. In all cases, the decision

maker uses whatever information comes her way at each date to update her assessment over the
hypotheses {µn} , with ⌦t denoting her posterior assessment based on information received up
to (but not including) time t .

Adaptive Myopia (AM). At each date t , if (based on all information the decision maker has
receivedup to time t) thedecisionmaker’s posteriorassessment is ⌦t , she choosesKt arbitrarily
out of K⇥(⌦t) .

Harmonic Sampling (HS). At each date t , Kt is selected randomly: With probability t/(t+1) ,
choose for Kt some myopically optimal toolkit K � K⇥(⌦t) (arbitrarily selected if there is
more than one); and with probability 1/(t + 1) , choose Kt = X .

AdaptiveMyopia ignores the exploration/exploitation tradeoff, choosing instead tomaximize
her immediate payoff. This does not imply that she never learns—she does in fact use whatever
information comes her way by updating her assessment concerning the true hypothesis—but any
information that she gets arrives serendipitously. Harmonic Sampling “fixes” this by choosing
X as the toolkit at random times, where those times are arranged so that X is sampled infinitely
often with probability one but with vanishing frequency. Of course, many similar fixes are
available; for instance, X could be chosen at an infinite deterministic set of dates, but with
vanishing frequency, in the spirit of Proposition 1(a). The names “simulated annealing” and
“⌥-greedy” are associated in the literature with strategies in the spirit of HS (⌥-greedy, however,
with a small but non-vanishing probability of experimentation at each date12 ).

The next two heuristics are very popular in the CS/OR literature (for reasons that will become
clear). The first was originally proposed in Thompson (1933) and, therefore, is almost certainly
the seminal heuristic of its general type.

ThompsonSampling (TS).For each µn , fix (arbitrarily) some toolkit from K⇥n , which we denote
K⇥n . 13 Then, at each date t , choose Kt randomly: With probability ⌦t(µn) , choose K⇥n .

12 See, for instance, Tokic and Palm (2011).
13 Fixing one K�

i from each K�
i simplifies the proof of Proposition 3, and so we do so. But we do not believe it is
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The story that seemingly motivates TS may seem a bit forced, but for what it is worth: At
date t , the decision maker believes that N = n with probability ⌦t(µn) . So she “simulates”
which hypothesis is true, selecting µn with its probability of being true, and then selects a best
toolkit according to the outcome of this simulation. (We’ll provide a better rationale for this
heuristic in a few paragraphs.)

The fourth Bayes-rule-based heuristic that we study is an upper-confidence bound heuristic.

The Bayesian Upper-Confidence-Bound Heuristics (BUCB). Fix some ⌥ > 0 . Fix, for each
µn , some K � K⇥n , denoting this choice by K⇥n . At time t with posterior ⌦t , choose K⇥n for
that n that achieves the maximum of w⇥n among n such that ⌦t(µn) > ⌥ .

Or, in words: The threshold probability ⌥ separates the set of hypotheses into two groups, based
on their posterior probabilities: the “plausible” hypotheses, or those with ⌦t(µn) > ⌥ , and the
“implausible” hypotheses, those with posterior probability ⌥ or less. Choose the optimal toolkit
for a plausible hypothesis that gives the greatest reward if that hypothesis is true.

BUCB is a “Bayesian” version of the reinforcement-learning version of UCB employed,
for instance, in Francetich and Kreps (2017). In the reinforcement-learning style of UCB,
the decision maker chooses among all toolkits that toolkit that provides the “best plausible”
return, where the best-plausible return from each K is the right-hand endpoint of a classical-
statistics confidence interval of that toolkit’s payoff. BUCB employs the same “logic,” adapted
to this Bayesian setting: The decision maker rules out as implausible any hypothesis µn whose
posterior probability is less than the threshold value ⌥ and then, for each toolkit, computes
the most it would produce under any plausible hypothesis; then she chooses the toolkit whose
best-but-still-plausible return is highest.14

TS and BUCB are popular in the CS/OR literature because, with some caveats in the case
of BUCB, they are guaranteed to get to the truth, eventually. (We provide precise statements of
these results in the next section.) The same is true of HS, but TS and BUCB get to the truth more
efficiently (quicker and at less cost) than does HS. Therefore, for the objective of minimizing
(undiscounted) asymptotic regret, they fare well.

The reason they do well, at least in our simulations, is somewhat orthogonal to how we’ve
motivated them. The key in each case is that the decision maker limits herself to choosing
toolkits that are optimal for some one of the hypotheses µn . And that limited selection of
toolkits is particularly useful in disconfirming hypotheses: Roughly speaking, if K⇥n for some
µn is chosen infinitely often and were N = n , then K⇥n would produce w⇥n on average when

necessary.
14 This description is equivalent to our formal definition of BUCB, although it may not seem so.

11



chosen. So if it does not do so, the decision maker learns that N /= n. In the case of BUCB,
where the decision maker chooses optimistically among plausible K⇥n , then either her optimism
is eventually rewarded or she learns that her optimism about the µn that goes with K⇥n was
misplaced; µn becomes implausible, and she tries the next-most-optimistic K⇥m . The only
way this can fail is if µN were implausible to begin (and evidence does not lead it to become
plausible) or if, through bad luck, it comes to seem implausible, and the prior probability of both
those events goes to zero as ⌥ goes to zero. In the case of Thompson Sampling, the argument
roughly is that if N /= n , then the posterior probability µn must fall to zero—if it did not, K⇥n
would be chosen infinitely often, which would show that N /= n—hence K⇥n is rarely chosen.
This argument doesn’t quite work because of the possibility of ties, but what is true is that the
decision maker learns the truth insofar as she cares about it with probability one and, as she
learns about it, she is choosing toolkits that are more likely to be good choices for her with higher
probability. (Again, formal statements are provided in the next section.)

In both TS and BUCB, however, decisions made early on hold the possibility of being
disasterously wrong. Neither heuristic considers how a K⇥n does if the truth is that N = m for
some m /= n . This is perhaps most obvious for BUCB: Suppose there are two hypotheses, µ1
and µ2 , each with prior probability 1/2. Suppose that w⇥1 is slightly greater than w⇥2 so that,
per BUCB, the decision maker will choose K⇥1 until the posterior probability that µ1 is true
becomes less than ⌥ , if it ever does. And suppose that w1(K⇥2 ) (the expected rewards from K⇥2
if µ1 is true) is much larger than w⇥2 (K⇥1 ) . Then prudence would suggest starting with K⇥2 ;
starting with K⇥1 will produce terrible results if µ2 is true (that is, with prior probability 1/2),
while starting with K⇥2 if N = 1 will be much less bad.15 This hampers the performance of
BUCB for discount factors ⌃ bounded away from one, suggesting the following variation:

The Alternative Bayesian Upper-Confidence-Bound Heuristics (BUCBx). Fix some ⌥ > 0 .
Fix, for each µn , some K � K⇥n , denoting this choice by K⇥n . At time t with posterior ⌦t ,
choose K⇥n for that n that achieves the maximum of w(⌦t,K⇥n) among n such that ⌦t(µn) > ⌥ .

Or, in words, choose out of {K⇥n;⌦t(µn) > ⌥} that toolkit (from this set) that provides the
highest immediate expected payoff according to ⌦t . We’ll see next section that this modification
partially hurts the long-run performance of the heuristic vis-à-vis BUCB. But for ⌃ bounded
away from one, it can (and, in our simulations, it does) improve performance, at least for some
test problems.

15 For TS, in this specific case, the choice of K�
2 about half the time gives poor results if N = 1 ; a better strategy

would be to choose K�
1 with probability, say, 0.9 at the start, since it performs well even if N = 2 .
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For both BUCB and BUCBx, the possibility exists (so far) that, at some point, ⌦t(µn) ⌅ ⌥

(for the given parameter ⌥) for all of the hypotheses µn . Were such a situation to arise, we could
(by convention) insist that Kt = �. We could, and in the theoretical results of next section, we
do insist that ⌥ < 1/N . Or, and what we do in our simulations, we could fall back on Thompson
Sampling, saying that if this happens—if ⌦t(µn) ⌅ ⌥ for all i , the decision maker chooses K⇥n
with probability ⌦t(µn) .

The five prior-based heuristics so-far discussed are insensitive to the discount factor ⌃ . That
is, the value of ⌃ has no impact on the choice of toolkit at time t ; all that matters is the sequence
of toolkits previously chosen and the results they generated. Except for AM, information is
(more or less) consciously sought; at least, the decision maker is making some concession to
exploration versus (short-run optimal) exploitation. But the value of the information, which is
greater the closer ⌃ is to 1, does not figure into the tradeoff. For HS, BUCB, and BUCBx, we
could try to incorporate a ⌃ -based tradeoff into the story: For HS, increase the probability that
X is chosen at any stage as ⌥ increases. For BUCB and BUCBx, decrease ⌥ (demand more
evidence before deeming a hypothesis to be implausible) as ⌃ increases. In fact, we could do
something similar for TS; for instance, let the probability that K⇥n is chosen at time t given
⌦t be �⇤(⌦t(µn))/

⇤��
n �⇤(⌦t(µ�n))

⌅
, for some family of increasingly (in ⌥) concave functions

{�⇤} .
But consider the followingpossibility: A tool x � X is such thatW (v,K✏{x}) < W (v,K)

for all K such that x �� K and for all v � V . For instance, in the case of W = WMAX , suppose
v(x) < cx for all v ; that is, no matter what is v , tool x , even if used, is worth less than it
costs. However, suppose the cost of carrying x is small16 and x is highly informative about v ;
suppose, for instance, that v(x) /= v�(x) for all v /= v� , so that x tells the decision maker exactly
which v has occurred. Then, especially for ⌃ close to 1, the decision maker may wish to add
the “worse-than-useless-for-immediate-purposes” tool x to her toolkit, at least early on. While
tool x may indeed be worse than useless for immediate purposes, for the purpose of gathering
information, it may be extremely valuable (and at very low cost).

The point is that, except for HS, tool x will never be chosen by one of our heuristics. The
direct value-of-information calculation that is an important part of the optimal solution is in no
way a part of AM (of course), TS, BUCB, or BUCBx.

Our final heuristic has the decision maker doing limited value-of-information calculations,
calculations that would lead her rather naturally to include such a tool in her early toolkits.

16 In general, the assumption would be that W (v, K)�W (v, K ⇧ {x}) is small for all v ; in the special case, this
becomes cx is small for all x .
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Define

u0(⌦) :=
w⇥(⌦)
1� ⌃

.

This is the best the decision maker can do when her assessment is ⌦ , and she must choose one
toolkit that she will employ for the rest of time, no matter what (more) she may learn from it.
Define iteratively, for m = 1, 2, . . . ,

um(⌦) := max
K⇤X

⇧
w(⌦,K) +E⌅[⌃um�1(⌦̃�)]

⌃
,

where ⌦̃� represents the random posterior the decision maker will assess on the basis of her prior
⌦ and information she receives in a single period from choosing K . Or, in words, um(⌦) is the
optimal value function derived from solving the m-step, finite-horizon, dynamic programming
problem, where the last decision taken is to choose whichever toolkit is myopically optimal
given the (then-held) posterior assessment and to stick with that choice for the rest of time. And
let K⇥m(⌦) be any toolkit that achieves the maximum in the definition of um(⌦) . (If there is a
tie for the best toolkit, an arbitrary selection should be made.)

By standard results (value iteration) in dynamic programming for this sort of problem
(bounded per-period rewards, discounted with ⌃ < 1), we know that um(⌦) converges, as
m � ↵ , to the optimal value function. And (as long as ties are broken consistently) the
K⇥m(⌦) “settle down” to an optimal toolkit as a function of the posterior ⌦ . So, if we could
carry out these calculations for large m , there would be no point to this paper. However, as m

grows large, for most problems of this sort, the computations become toomany and too complex.
So how about carrying out these computations for small m and doing what is recommended?

The Approximate-Dynamic-Programming (ADP) heuristics.17 Pick a (relatively) small pos-
itive integer m . At time t , when the decision maker’s posterior is ⌦t , choose for Kt the toolkit
K⇥m(⌦t).

By a relatively small m , we mean: m = 1 or, perhaps, 2. Since this heuristic depends on
the value of m , we use ADP1 for ADP with m = 1 and ADP2, for ADP with m = 2. As a
practical matter, for even a moderate size problem (four tools, four v -vectors, six hypotheses),
implementing and simulating ADP2 is outside our capabilities: When we turn to simulations,
we’ll always be working with ADP1.

17 The term approximate dynamic programming is due to Bertsekas, who has written extensively on this sort of
heuristic for decision making. See, for instance, Bertsekas (2012).
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5. Asymptotic Behavior of the Heuristics
We can say little about the performance of these heuristics for ⌃ bounded away from one

without resorting to simulations of test problems. But we can provide some theoretical results
concerning how they behave “in the long run,” which translate into results about how they
perform for ⌃ close to one.

We state our results in “strong-law” fashion: The probability of some event (related to the
choice of Kt or the limit of the Cesàro sums of rewards) is 1, or is close to 1, or approaches
1. As previously discussed, this is with reference to both the decision maker’s prior probability
assessment concerningwhat will happen and the objectively true probability distribution, at least
insofar as the decision maker assesses positive probability concerning the objective truth.

In both HS and TS, the decision maker randomizes. And, in all the heuristics, there is
the possibility of an arbitrary selection when different toolkits tie. Our proofs of the formal
results require that the choices made in these circumstances are “predictable and systematic.”
We leave for the appendix a discussion of what this means; for now, understand that there are
some technical restrictions on how choices are made in such circumstances that must be met to
prove our results.

There is no guarantee that AM or ADP1 (or, for that matter, ADPn for any fixed n) will
find the “objectively optimal” toolkit with probability one, for any value of ⌃ . Consider, for
instance, the following simple specification: W = WMAX . There are two tools, X = {x, x�} ,
two v vectors, V = {v1, v2} = {(5, 10), (5, 1)} , where v1 = (5, 10) means v1(x) = 5 and
v1(x�) = 10. There are two hypotheses, µ1(v1) = 0.1 and µ1(v2) = 0.9, and µ2(v1) = 0.9 and
µ2(v2) = 0.1. The costs of the tools are 1 apiece. These numbers give us values of wn(K) as
shown in Table 1.

0/ {x} {x’} {x, x’}
Toolkit

μ

μ

1

2

0
0

4
4

0.9
8.1

3.5
7.5

Table 1. Values of wn(K) . For each of the four toolkits, the expected value under
the two hypotheses are given

Suppose that ⌦0(µ1) is 0.9. A decisionmakerwho employsAMcomputes that her immediate
expected rewards are 0 from � , 4 from {x} , 0.9 ⇥ 0.9 + 8.1 ⇥ 0.1 = 1.62 from {x�} , and
0.9 ⇥ 3.5 + 0.1 ⇥ 7.5 = 3.9 from {x, x�} , so she chooses K0 = {x} . In so doing, she learns
nothing when she sees that v0(x) = 5 and, therefore, at time 1, she will (again) choose {x} , and
so on. Hence, with probability 0.1, she is forever picking the “wrong” toolkit.
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For a decision maker who employs ADP1, we need a prior probability assessment ⌦0(µ1)
that is much closer to 1. Suppose that ⌦0(µ1) = 0.99. Then a decision maker who chooses �
or {x} for K0 learns nothing; her posterior will be her prior. But if she chooses either {x�}
or {x, x�} , she either observes v0(x�) = 1 or v0(x�) = 10. In the first case, her posterior is
⌦1(µ1) > 0.9988, while in the second case, she assesses ⌦1(µ1) > 0.9166. But, even in the
second case, if shemust thenmake a once-and-for-all choice of toolkit, she chooses {x} . Hence,
in employing ADP1, no matter how close ⌃ is to 1, her optimal choice at time 0, and therefore
at every time, is {x} . This means that, with this prior, ADP1 fails to generate the objectively
correct choice for all time with (prior) probability 0.01.

The failure to find the objectively correct toolkit with positive probability is not necessarily
suboptimal, for fixed ⌃ < 1. It is easy to prove that, for a fixed ⌃ < 1 and a prior ⌦0(µ1)
sufficiently close to 1, the optimal solution to the problem is to stick with {x} forever. However,
one can also show (it is, essentially, a corollary to Proposition 1b) that for a given prior ⌦0(µ1) <

1, there is a ⌃ close enough to 1 so that this doesn’t happen. This example illustrates that,
for ADPn for some fixed n , no matter how close ⌃ is to 1, there are priors ⌦0(µ1) < 1
such that one gets stuck with the “wrong” toolkit with probability 1 � ⌦0(µ1) . And while the
numbers in this example are, perhaps, extreme, it is not difficult to have more complex examples
in which the presence of a tool which is good-all-purpose in application, but which provides
no information about other, more speculative tools, produces this phenomenon for ADP1, for
reasonable parameter values. As we will see in the simulations, a similar phenomenon can arise
when the myopically optimal toolkit K produces some information, but not information that
changes assessments about one or more tools that are not members of K .

None of this can happen with HS:

Proposition 2. If heuristic HS is employed, then (a) the decision maker learns the value of N
(the index of the objectively true hypothesis) and (b) the limit of the Cesàro sum of her payoffs
converges to w⇥ , both with probability 1. Hence, as ⌃ � 1 , the expected (discounted) value of
using HS approaches w⇥ .

For TS, there is no guarantee that the decision maker will learn N . But the outcome for her
(asymptotically) is just as good as if she did.

Proposition 3. If the decision maker employs TS, the Cesàro sums of W (vt,Kt) approach w⇥

with probability one. Hence, as ⌃ � 1 , the expected (discounted) value of using TS approaches
w⇥ .

The stories forBUCBandBUCBxaremore complicated. Recall that, in defining these heuristics,
we had the decision maker choose one K⇥i from K⇥i and use it consistently.
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Proposition 4.
a. Suppose that the following condition holds: For each pair of hypotheses µi and µj , and

for K⇥i , if the distribution of w(K⇥i , µj) is the same as the distribution of w⇥(K⇥i , µj) , then
K⇥i � K⇥j . Then, if the decision maker employs either BUCB or BUCBx, the Cesàro sums of
W (vt,Kt) approach w⇥ with probability one. Hence, as ⌃ � 1 , the expected (discounted)
value of using BUCB or BUCBx approaches w⇥ .

b. If the condition in part a does not hold, and if the decision maker employs BUCB where the
threshold probability is ⌥ , let P⇤ denote

P

��
lim

T⇧ 

1
T + 1

T⇣

t=0

W (vt,Kt) = w⇥
� 

That is, P⇤ is the probability assessed by the decision maker ex ante that the limit of the
Cesaro sums of her rewards will converge to the “objectively optimal value,” if she uses BUCB
with threshold value ⌥ . Then lim⇤⌥0 P⇤ = 1 . Hence, as ⌃ � 1 , by selecting ⌥ that goes to
zero as ⌃ � 1 , a decision maker who uses BUCB will have an expected discounted value that
approaches w⇥ .

Part b of Proposition 4 only works for BUCB; it is quite definitely false for BUCBx. It is easiest
to explain why (and provide a concrete example) after going through the proof, so we leave this
for the Appendix.

Proofs are found in the first appendix. It is worth pointing out that our assumption that
� (K�) is a weak coarsening of � (K) when K� ⇤ K is unnecessary for these propositions; we
need (only) that � (X) is the discrete (or full) partition of X for Proposition 2 and that, for each
⌦ (possible posterior on the hypotheses) the decision maker is capable of computing K⇥(⌦) .

6. Simulations
While HS and TS are guaranteed eventually to do as well as a decision maker who knows

N , and while results along these lines are available for BUCB and BUCBx, this (of course)
doesn’t mean that they will outperform AM or ADP for a particular ⌃ < 1. HS, TS, and
BUCB are designed, more or less, to get to the “truth” eventually, but at a possible short-term
cost. And while BUCBx shifts BUCB in the direction of paying attention to the short-run,
it is still largely “long-run” oriented. To assess the relative performances of HS, TS, BUCB,
and BUCBx against one another and, even more, against AM and ADP for values of ⌃ < 1,
we see no alternative to setting test problems and simulating the different heuristics, to see
how they perform (relatively). Of course, the choice of test problem can colors the results
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derived from simulations. But the simulations—in particular simulations of test problems that
are simple enough to allow interpretation of the simulation results—can give some insight into
the heuristics, and so we report on some simulatious on test problems that, while too complex
to solve fully, are still simple enough so that we can gain some insight into the strengths and
weaknesses of the heuristics.

Two benchmarks

In addition to the six heuristics, we include in our simulations two benchmarks. The first of
these is the Simple Set Based (SSB) heuristic from Francetich and Kreps (2017): For a strictly
positive integer � (a parameter), the decisionmaker chooses all of X at times 0, . . . , ��1. Then,
starting at t = � , she computes for each toolkit K the average payoff it would have generated
and chooses for Kt whichever toolkit has the highest empirically observed average. The reason
for the italics is the key to this heuristic: In general (not only for the examples we simulate), the
decision maker can compute W (K, vs) for all K ⇤ Ks ; we assume that in finding the average
produced by toolkit K up to time t , she includes in her computation of the average the values
W (K, vs) for all s < t such that K ⇤ Ks . This is a reinforcement-learning heuristic, where
the performance index of toolkit K is the simple average of how well K would have done, at
dates (and contingencies) where sufficient information exists to evaluate K ’s performance.

The second benchmark, called Ideal, imagines that the decision maker, at date t , has seen
the full history {vs; s = 0, 1, . . . , t�1} and forms a Bayesian posterior based on (this) complete
information. But, at each date, she chooses a toolkit that maximizes her immediate expected
payoff, given her complete-information posterior. Obviously, this is infeasible, but it sets an
upper boundonhowwell any decision rule, including the (too-hard-to-compute)optimal decision
rule, can do.

Two test problems

We employ two models for our test problems, each with two levels of cost for the tools. In
both models, W = WMAX . There are four tools. On each date, each tool is either useful or not.
If tool 1 is useful at date t , vt(1) = 15.1; if it is not useful, vt(1) = 1.1. For tools 2, 3, and 4,
the corresponding values are 15.2, 15.3, and 15, and 1.2, 1.3, and 1, respectively. 18 All tools
have the same cost; the cost per tool will be 2 in some simulations and 3 in others.

Please see Table 2 as you read. InModel 1, the values of the tools are highly correlated: Only
one of the tools will be useful at a given date. Specifically, there are four possible v -vectors,

18 We vary the values and, later, probabilities slightly to avoid any possibility of ties in determining which toolkit to
use at a particular date.
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(15.1, 1.2, 1.3, 1), (1.1, 15.2, 1.3, 1), (1.1, 1.2, 15.3, 1), and (1.1, 1.2, 1.3, 15). Moreover, the
decision maker initially assesses that two of the tools are likely to be useful, and two are likely
to be virtually useless, although she doesn’t know which two. Hence, she initially entertains
six hypotheses. In the first hypothesis, the probability distribution over the four v vectors on
each date is (0.4, 0.4, 0.1, 0.1); in the second, the distribution is (0.4, 0.1, 0.4, 0.1), and so forth.
And her prior over which of the six hypotheses is correct is somewhat diffuse, although it is not
uniform. The prior that we use, and all the other data of this problem, are given in Table 2a.
Table 2b lists, for each of the six hypotheses, the optimal toolkit and the optimal per-period value
under that hypothesis. Table 2c provides the toolkit that is myopically optimal and its expected
value under the decision maker’s prior, as well as what we call the “clairvoyance value,” the
expected value under the decision maker’s prior, if she learns the true hypothesis. (This is just
the optimal expected values of Table 2b, averaged using the decision maker’s prior.)

Table 2. Model 1. Panel a gives the distributions ⇥n over the four possible v -vectors under each
of the six hypotheses, as well as the decision-maker’s prior assessment over the six hypotheses.
Panel b provides the optimal toolkit and its expected value for each hypothesis, if the cost per
tool is 2. If the cost per tool is 3, the same kits are optimal, and the values are decreased by 2.
Panel c provides “initial conditions”; the toolkit that is myopically optimal under the decision-
maker’s prior, the expected value it has under the prior, and the expected value the decision
maker would receive, given her prior, if she could clairvoyantly choose the optimal toolkit for
the true hypothesis from the start. Note that if the cost per tool is 2, themyopically optimal toolkit
is all the tools, while if the cost per tool is 3, tool 4 is omitted.

19



For expositional purposes, we label the six hypotheses  xy , where x and y are the labels
of the tools that have higher probability of being useful. So, for instance,  12 is the hypotheses
where the distribution over the four v vectors is (0.4, 0.4, 0.1, 0.1), while  23 is the hypothesis
where the distribution is (0.1, 0.4, 0.4, 0.1). (We use  because µ is reserved for Model 2.)

In the second model, the four tools are fully independent. Each tool is, at each date, either
useful or not, with values as before. And each tool is either a good tool or not, where a good tool
is useful on a given date with probability approximately one-half, while a tool that is not good
is useful on a given date with probability approximately 0.2. The decision maker is initially
unaware whether a given tool is good or not, and she assesses probability roughly 0.5 that a
given tool is good, independent of the goodness of the other tools. The specific values, which
vary slightly to prevent ties in the application of the heuristics, are provided in Table 3a.

Let us be clear on the language: A tool is useful or not period by period, but a tool is good
or not for all periods. A good tool is more likely—but not guaranteed—to be useful in any given
period. A tool that is not good is less likely to be useful in a given period, but it might be useful.
The decision maker is, at the outset, unsure which of the four tools, if any, are good; they could
all be good, or tools 1 and 3 could be good, or none of them could be good; and the only way to
discover if a tool is good or not is to include it in toolkits and infer, based on the percentage of
periods it is useful, its good/not good status.

Hence, at each date t , sixteen vectors vt are possible: All four tools could be useful, inwhich
case vt = (15.1, 15.2, 15.3, 15), the first and third could be useful (vt = (15.1, 1.2, 15.3, 1)),
none of the four could be useful (vt = (1.1, 1.2, 1.3, 1)), and so forth. And sixteen hypotheses
are entertained by the decisionmaker, corresponding to the subset of the four tools that are good:
One hypothesis is that all four tools are good (in which case each vt = (15.1, 15.2, 15.3, 15)
with probability roughly (0.5)4 ); we label this hypothesis µ1234 . Another is that only tool 1 is
good (in which case each vt = (15.1, 15.2, 15.3, 15) with probability roughly (0.5)(0.2)3 ); we
label this hypothesis µ1 . And so forth; µ13 is the hypothesis that tools 1 and 3 are good but 2 and
4 are not; µ0 denotes the hypothesis in which no tool is good. We will not provide the 16⇥ 16
table of “likelihoods” (that is, the table comparable to the table in Table 2a), but in Table 3b,
we provide the sixteen hypotheses, their prior probabilities, and the optimal toolkit and value
under each hypothesis, both for tool costs of 2 apiece and 3 apiece. Note that the cost of tools is
only relevant to the optimal toolkit if none of the tools are good; if the cost of each tool is 2, the
optimal toolkit is {3, 4} , while if each tool costs 3 (and no tool is good), the optimal toolkit is
{3} . Finally, in panel c, we give for both cost levels the myopically optimal toolkits and their
expected values, computed at the initial prior, and the clairvoyance values at that prior.
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Table 3. Model 2. See the text for explanation.

As inspection of Table 2 indicates, the expected values of the optimal toolkits in the six
hypotheses of Model 1 are all different, so BUCB and BUCBx are certain to arrive eventually
at the true hypothesis, as is TS. But this is not so for the sixteen hypotheses in Model 2. For
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instance, {1, 3} is the optimal toolkit in four different hypotheses, and it provides the same value
in each. Moreover (and not as apparent from Table 3), suppose the decision maker somehow
gets to a posterior probability with weight close to 1 on hypothesis µ12 , when the true hypothesis
is µ123 . Although {1, 2} is, in truth, worse than {1, 3} , if she is using BUCB and her posterior
assessments of all the hypotheses in which tool 3 is good are less than the cutoff value ⌥ , she
will never learn that {1, 3} is superior to {1, 2} . Not only is there a chance that she will not
learn the true hypothesis; she may fail to discover a better toolkit than the one upon which she
fixes. As we’ll see, this is more than a hypothetical possibility.

To summarize,we simulate the six heuristics (and the two benchmarks) on four test problems,
each of the two models with each of the two costs. In what follows, Problem X-Y, where X is 1
or 2 and Y is 2 or 3, refers to the test problem that combines Model X with cost (per tool) Y.

The evaluation measure

In our main simulations, we simulate according to the decision-maker’s prior assessment.
That is, on each round of simulation, we first select one hypothesis according to the decision-
maker’s prior, and then simulate the sequence {vt} according to the distribution under that
hypothesis (out to some horizon t = T , which depends on ⌃ ; see below), seeing how the various
heuristics perform. We repeat this for some number of iterations and compare the average results
(net present values of rewards) accrued by the different heuristics, as well as gathering other
statistics.

One referee of an earlier version of this paper objected, “Why should the decision-maker’s
prior, which may be wrong or, in any case, ill-founded, be employed?” Our answer is, If the
decision maker is choosing a heuristic to employ, the natural criterion she would employ would
be her subjective beliefs as to how the heuristics will perform, and those subjective beliefs are
just what our simulations estimate.

That said, the referee makes a valid point concerning the robustness of these heuristics
against “faulty” assessments by the decision maker. We tackle robustness in Section 7.

Simulation protocols

The simulations were conducted in R, on an iMac. The main simulations were conducted
for three different values of ⌃ : 0.9, 0.96, and 0.99. In the main simulations, we simulated each
of the six Bayes-based heuristics, plus the benchmarks SSB and Ideal, for each model–price pair
and value of ⌃ (twelve different trios) separately, each for 10,000 iterations. The horizons T

chosen depended on ⌃ : For ⌃ = 0.9, T = 64; for ⌃ = 0.96, T = 115; for ⌃ = 0.99, T = 450.
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These horizons are such that we “miss” around 0.1% of the total value for ⌃ = 0.9 and around
1% for ⌃ = 0.96 and 0.99; we went out “further” in terms of total value for ⌃ = 0.9 because the
heuristics were still making a lot of choices at T = 64, while they had largely “settled down” at
T = 115. (We’ll give statistics on this point in a bit.) Recall that we pre-multiply the discounted
sum of payoffs by 1 � ⌃ ; when we report within-period rewards, we do not do this, so overall
average payoffs are on the same scale as the undiscounted payoffs in any single period.

On an iMac, simulating out to T = 450 was time-consuming: Running 10,000 iterations
out to T = 450 for Model 2 took a bit over 48 hours to run. This is largely because of ADP; if
ADP is omitted from the program (so only AM, HS, TS, BUCB, BUCBx, SSB, and Ideal are
simulated), 10,000 iterations took approximately 7.2 hours.

The parameters ⌥ in BUCB and BUCBx and � in SSB

BUCB and BUCBx require specification of the parameter ⌥ , which determines when a
hypothesis is deemed to be implausible. The performance of these heuristics can depend sig-
nificantly on the value of this parameter. And our benchmark reinforcement-learning heuristic,
SSB, is parameterized by � , the number of periods that pass before the decision maker begins to
make real choices. Hence, as a preliminary step, we simulated BUCB, BUCBx, and SSB in each
of our test problems, for a variety of values of ⌥ and � , attempting to find the (approximate)
values of ⌥ that provide the best performance, which we then used in our main simulations.
The simulations consisted of 5000 iterations apiece and provided as “optimal” the values of the
parameters displayed in Table 4. (Details about these simulations and, in particular, the full
results of our simulations are provided in the on-line Appendix.)

Table 4. Optimal parameter values for BUCB and BUCBx

Overall performance results

Table 5 provides the overall performance results for the four test problems. For instance, in
the 10,000 iteration simulation of Problem 1-2 with ⌃ = 0.99, ADP averaged a discounted sum
of payoffs (out to time t = 451) of 8.126, while AM averaged 8.129. (Sample variances are
provided in the on-line appendix.)
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Table 5. Basic results for four test problem-cost pairs.

Are the differences in performance by the heuristics “statistically significant?” In each sim-
ulation, for each pair of heuristics, we computed the difference in their performance on each
iteration, computed the mean and sample standard deviation of these differences, and from these
computed the (one-sided) t-statistic of the difference from zero.19 The results are in Table
6, which is read as follows: A positive term indicates that the row heuristic outperformed the
column heuristic, while a negative term indicates that the column heuristic outperformed the
row heuristic. So, for instance, for the simulation of Problem 1-2 with ⌃ = 0.99, comparing
ADP with AM, the sub-table in the north-east corner of Table 5 has entry �3.2 in row ADP,
column AM, meaning that AM outperformed ADP (noted in the previous paragraph), and a
paired-sample difference-of-means test on the difference yields a (one-sided) t of 3.2.

Most of these t-statistics are quite large; the heuristics perform differently inmost cases, and
the sample size is 10,000. Of course, standardmeasures of the “significance” of these t-statistics
applies only if you had a single paired-comparison in mind, a priori. We’ll continue to refer to
these numbers as “t statistics,” with it understood that, collectively, they aren’t real t-statistics.
But, in most cases, these numbers are so large that we can conclude that the differences are, for
the most part, quite significant statistically.

Tables 5 and 6 contain a lot of information; to help the reader unpack it, in Table 7we provide
for each problem and ⌃ the rank ordering of the heuristics by overall performance. Some of the
differences in overall performance are insignificant, even with 10,000 trials; we indicate this by
putting in parentheses “ranks” that are have paired-comparison ts of 2.5 or less. So, for instance,
for Problem 2-2, ⌃ = 0.9, AM is in second place to Ideal, but it isn’t that different (measured
in this fashion) from the rank 3 heuristic, which is ADP, so the corresponding entry in Table 7
is 2 (3). ADP is rank 3, but is not that different from the rank 2 heuristic (AM) or the rank 4
heuristic (BUCBx), so the corresponding entry is 3 (2,4).

Not surprisingly, the benchmark Ideal is the winner in all cases, and in terms of the t-

19 Hence these are paired-sample difference-of-mean t statistics. Since a lot of the variation in performance is due
to the selection of a hypothesis at the start of an iteration, using a paired-sample test increases the statistical power of
the comparisons.
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Table 6. Paired-sample t -statistics for pairs of heuristics in each test problem, for each �

Table 7. Rank orders of the heuristics’ overall performances. See text for explanation.

statistics, the closest any of our heuristics come to Ideal is AM in Problem 2-2 with ⌃ = 0.9,
for a t of 7.15. Looking across all twelve “scenarios,” ADP performs consistently at or near the
top. AM does almost as well for ⌃ = 0.9 and 0.96, but AM’s relative performance collapses for
⌃ = 0.99 in Problems 1-3, 2-2, and 2-3. TS, despite its theoretical advantages, does quite poorly;
it does relatively better for larger ⌃ , but its formal virtues are in the long run, and even ⌃ = 0.99
puts too little weight on TS’s long-run. HS, which is guaranteed to get to the full truth eventually,
does pretty well except for Problem 2-3, although as we will explain, it is doing well more out
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of serendipity than from its occasional attempts to gather complete information. BUCBx does
systematically better than BUCB for lower values of ⌃ but does not do as well relative to BUCB
for ⌃ = 0.99. And BUCB, the heuristic along with TS that is generally favored in the CS/OR
literature, does better than TS systematically, but it can only be said to do well relative to the
other heuristics for Model 3 (both cost levels) and ⌃ = 0.99.

Except for the fact that it is much more work to implement than any of the other heuristics,
ADP seems the best “compromise” choice, at least for these twelve model-cost-⌃ trios. But to
gain a deeper understanding of what is going on, we proceed to investigate several dimensions
of how the heuristics operate on the different problems.

Information gained “serendipitously”
The strong performance of AM, which completely ignores exploration, for ⌃ = 0.9 and 0.96

(and for ⌃ = 0.99 in Model 1.2) stems largely from information gained serendipitously. That is,
while AM has the decision maker choosing toolkits myopically, the myopic optima may provide
her with information, information that she doesn’t ignore.

The paths taken by the various heuristics through the simplex of posterior probabilities aren’t
random. But a sense of how much information is gained through serendipity while choosing
myopically optimal toolkits is provided by the following exercise. For Problems 1-2 and 1-3,
we randomly sampled 10,000 posteriors on the simplex of probability distributions over the
six hypotheses, using a uniform distribution. For each posterior sampled, we computed the
myopically optimal toolkit. And we counted, for each toolkit, the percentage of these randomly
selected posteriors forwhich each toolkitwasmyopically optimal. Because of the near symmetry
in the model, the percentages for the equal-sized toolkits were about the same, so we report in
the top two lines of Table 8 the percentage of posteriors for which toolkits of various size were
myopically optimal.

Table 8. Fraction of the simplex of posteriors over hypotheses for which different size
toolkits are myopically optimal. (See text for explanation.)

When costs are 2 per tool, the full-information toolkit {1, 2, 3, 4} is myopically optimal for
a bit over 90% of all probability assessments. Little wonder, then, that AM, which of course
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does as well as can be done in terms of the short-run payoff, does quite well overall. (We don’t
have a good explanation for why AM outperforms ADP for Model 1-2. The differences are not
huge, but for all three ⌃ , they pass our hurdle for “significance.”)When costs are 3, {1, 2, 3, 4} is
myopically optimal for only 13% of the probability assessments, but three-tool toolkits account
for another 57% or so of all posteriors (under a uniform distribution). Since a three-tool toolkit
is, in the context of Model 1, still quite informationally rich, it is more surprising that AM does
so poorly for ⌃ = 0.99 than it is that AM does so well for ⌃ = 0.9 and 0.96. (We will get to the
explanation in a bit.)

A similar exercise for Model 2 gives very different results. In the case of Model 2, with full
independence,manyposteriors in the simplexof probabilitymeasuresover the sixteenhypotheses
can never be reached under Bayesian inference; only posteriors where each tool’s status (good
or not) is independent of the status of other tools can be reached. So, in constructing Table 8 for
Model 2, for 10,000 iterations, we drew at random a probability assessment on the unit interval
(with a uniform distribution) for each tool, constructed the corresponding (independence-driven)
probability assessment on the 16-hypothesis simplex, and found the myopically optimal toolkit.
Results are given in the second two lines of Table 8.

This begins to explain why the (relative) performance of the heuristics are so different in
Problems 1-2 and 1-3 from how they perform in Problems 2-2 and 2-3. While, in Model 1,
information more or less comes “for free,” even if the decision maker is exploiting and not
exploring, this is much less true in Model 2 and, in particular, in Problem 2-3. And remember:
In Model 2, information gleaned from a 1-tool toolkit only informs the decision maker about the
goodness of that one tool. Indeed, it is perhaps more surprising that AM does as well as it does
when costs are 3 and ⌃ = 0.9 or 0.96, than that it does relatively poorly for either cost level,
when ⌃ = 0.99.

Evolution through time

The overall performance of a heuristic is (obviously) a weighted average of how it performs
in each period, and so we can think of decomposing overall performance along the following
four dimensions:

1. How costly is the heuristic at the outset and for the first few periods?

2. How likely is it that the heuristic eventually identifies the (objectively) optimal toolkit?

3. When theheuristic settles (if andwhen it does settle) on some toolkit other than theobjectively
optimal toolkit, what sort of “mistake” does it make, and how costly is that mistake?

4. Still assuming that the heuristic does settle down to some toolkit, how long does it take to
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get wherever it is going?

Performance at the outset and early on

We begin with the performance of the heuristics in periods t for small t . We can directly
compute the expected value for each heuristic at t = 0. Table 9 provides these expected values,
as well as toolkits chosen as K0 . Please note: In our implementation of HS, Kt is X with
probability 1/(t + 1), so K0 is always X , as is true for SSB, so we can group them together.
We can also group AM and Ideal together (at t = 0), since both choose the initially myopically
optimal kit. Of course, K0 for TS is random. The same is true in Model 1 for BUCB, since
the values of ⌥ that are used for BUCB are greater or equal to 0.25 and so no hypothesis is
“plausible”; as implemented, this means that BUCB defaults to TS. But the values of ⌥ used for
BUCBx are smaller; some hypotheses are plausible and so K0 is deterministic. Finally, ADP is
sensitive to ⌃ in Model 2, so Table 9 gives ADP in several lines.

Table 9. Expected payoffs at t = 0

Clearly, TS, BUCB, and, to a lesser extent, BUCBx begin in worse shape than the other
heuristics for Model 1. For Problem 2-2, there aren’t large differences, but in Problem 2-3, the
high cost of tools mean that SSB, HS, and, for ⌃ = 0.99, ADP do quite poorly at t = 0. But, of
course, informationflows in—ADPfor ⌃ = 0.99 inModel 2-3 choosesK0 = X precisely in view
of improvements that can be made with more information—and the picture shifts dramatically
at t = 1 and shortly thereafter. In Table 10, we provide the average payoffs at t = 1, 4, and 8, for
each of the heuristics and each of the four model-cost pairs, for the (10,000-iteration) simulation
for ⌃ = 0.99. (The same data for the other values of ⌃ is provided in the on-line appendix.)

Ideal does best (which, in theory, it must), but note in particular the rapid improvement in
ADP and the relatively sluggish improvement of TS, BUCB, and BUCBx. Going back to overall
performance of the heuristics, the relatively poor performance of these three heuristics for lower
values of ⌃ is clearly due, at least in part, to their poor performance at the beginning.
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Table 10. Average payoffs at t = 1, 4, and 8, for � = 0.99

“Hit rates”: The odds of reaching the objectively optimal toolkit

At the other end of the spectrum is the question, What are the odds that each heuristic
eventually reaches the objectively optimal toolkit? Of course, theory tells us that HS and TS
do so, eventually, with probability one (TS, since for each hypothesis there is unique optimal
toolkit). But what about the other heuristics? And what are the odds for HS and TS of reaching
the objectively optimal toolkit by t = 450. Table 11 records, for the simulations for ⌃ = 0.99,
the percentages of trials for which K450 = K⇥ , for each of the heuristics.

Table 11. Percentage of trials in the simulations that K450 is the objectively optimal
toolkit, for the simulations with � = 0.99

Ideal, with full information at every date, always gets to K⇥ . For Model 1 with either cost
level, the only significant deviation from 100% is AM when costs are 3, missing about 11% of
the time. But in Model 2, while TS and BUCB do fairly well, the other heuristics miss around
25% of the time or more when costs are 2 and half the time or more when costs are 3.

Does the probability that K450 = K⇥ depend on which hypothesis is in effect? For both
problems build on Model 1, the hit rates conditional on the hypotheses are fairly uniform. But
they are not uniform for Problems 2-2 and 2-3. The key variable is the number of good tools
in the reigning hypothesis.20 Table 12 provides the data; the first column gives the number of
good tools in the hypothesis, the second column the number of iterations which this number of
tools were good, and then, for each heuristic, the percentage of trials with that many good tools

20 Hit rates conditional on each hypothesis, for all four problems and values of � are given in the on-line appendix.
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Table 12. Percentage of trials in the simulations that K450 is the objectively optimal
toolkit, for the simulations of Problems 2-2 and 2-3 with � = 0.99 , stratified by the
number of good tools in the reigning hypothesis

for which K450 = K⇥ . So, for instance, in Problem 2-2, two tools were good on 3750 of the
10,000 trials, and SSB reached the objectively optimal toolkit 74.4% of those 3750 trials.

Table 12 paints a clear picture: TS hits the mark by t = 450 more or less uniformly in the
number of good tools. Otherwise, and excepting the poor performance of SSBwhen there are no
good tools, the more tools are good, the worse the heuristics do (in Model 2) in this respect. To
reiterate, HS is bound to get there with probability one, eventually. But with a horizon of (only)
450 periods to gather data, TS does quite well, BUCB does fairly well, and all the Bayes-based
heuristics do well when there are one or no good tools; when two or three or all four tools are
good, the Bayes-based heuristics other than TS and BUCB don’t do well; when costs are 3 and
there are two or more good tools, AM and BUCBx absolutely crater.

To get more insight into this issue, we can look at the distribution of K450 for each heuristic,
conditional on a single hypothesis. To gather these data, we simulated each of the four problemss
for ⌃ = 0.99 (hence T = 450), once for each hypothesis (hence, 6 times each for Problems 1-2
and 1-3 and 16 times each for Problems 2-2 and 2-3), each for 250 iterations. To be clear, in
each of these 44 simulations (of 250 iterations apiece), we fixed one hypothesis; but the decision
maker in the simulation applied the heuristics using her prior for the model in question. Full
data from these simulations are available in the on-line appendix; we present here data that help
to explain Table 12.

Table 13 presents the distribution of K450 in Problem 2-3, for 250 iterations on which
hypothesis µ123 held. (We omit Ideal, because we already know it gets to K⇥ = {1, 3} 100% of
the time.)
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Table 13. DistributionofK450 in a 250-iteration simulationof Problem2-3, for � = 0.99 ,
under hypothesis µ123

The very poor performance (in this regard) of AMandBUCBx (and, to a lesser extent, ADP),
when two or more tools are good in Problem 2-3 can now be explained. Under the hypothesis
µ123 in Model 2-3, the final kits that are reached under AM and BUCBx are {1} , {2} , and {3}
an identical combined 90% of the time. Go back to Table 8: A one-tool toolkit is myopically
optimal for 42.9% of randomly selected posteriors. Suppose, for either AM or BUCBx, the
decision-maker’s posterior moves into one of the regions where this is so. Under AM, she will
of course choose the one-tool toolkit which is myopically optimal; it is not quite as obvious
that she will choose this toolkit under BUCBx, but in fact she will, since each one-element
toolkit is the best kit under at least one of the 16 hypotheses, and BUCBx therefore has the
one-element toolkits as possible choices (over which it myopically optimizes). Since tools 1,
2, and 3 are all good, the data received from one of these one-element toolkits will probably
(at least, weakly) reinforce the probability that the tool in question is good, which will (at least,
weakly) reinforce the myopic optimality of the one-element toolkit being chosen. This happens
a little less frequently for ADP, but the same basic phenomenon is at work; if ADP arrives at a
posterior “deep” inside the region where, say, {2} is myopically optimal, so “deep” that, even in
one step, it is still in that region, then ADP chooses {2} , which (odds are), under µ123 reinforces
the optimality of {2} according to ADP.21

Put it this way: In Model 2, where the qualities of tools—good or bad—are independent,

21 You probably have noted that AM and BUCBx perform “identically” in Problem 2-3 in Tables 10 and 13, and
going back to Tables 5 and 6, they are very close in terms of overall performance. The explanation begins with Table
10: For Problem 2-3, three- and four-tool toolkits are never myopically optimal, while every one- and two-tool toolkit is
optimal for at least one hypothesis. So the set of kits over which AM chooses is identical with the set over which BUCBx
chooses, until and unless some hypotheses become implausible under BUCBx, which stops BUCBx from choosing that
kit. Since it takes some time for any hypothesis to become implausible, AM and BUCBx make the same choices, at
least at the beginning. Note that this isn’t so for Problem 2-2; AM starts with {1, 2, 3} which is not a feasible choice for
BUCBx. Late in the process, it is possible that BUCBx and AMwill diverge, but that never happened in the 250-iteration
simulations of some fixed hypotheses, and when it happens, it happens “late,” when payoffs are heavily discounted, so
overall average payoffs for AM and BUCBx are close.
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choosing a small kit provides no information about the quality of tools omitted. This is very
much not the case in Model 1. Hence, in Model 2, AM, BUCBx, and ADP can easily get stuck
with a “small” toolkit under any hypothesis in which all the tools in the toolkit chosen are good;
under µ123 , they can get stuck at any toolkit K ⌃ {1, 2, 3} excluding {1, 2, 3} and � , where
{1, 2, 3} and � are excluded because, according to Table 8, there is no posterior for which these
kits are myopically optimal.

BUCB does much better on this score: It never winds up (in 250 trials) at a one-tool toolkit.
This is so because BUCB selects the “most optimistic” toolkit among toolkits that are optimal
for a plausible hypothesis. The one-tool toolkits may bemyopically optimal for many posteriors,
but the two-tool toolkits are all “more optimistic” than any of the one-tool toolkits (see Table
3b); and so the only way a one-tool toolkit would be chosen is if all the two-, three-, and four-
good-tools hypotheses became implausible. This, of course, is not impossible. But it is very
unlikely.

That said, suppose that, under hypothesis µ123 , the decision maker faces a sequence of not-
useful-today outcomes for tool 3. This could render implausible all hypotheses that have a good
tool 3—recall that the implausibility standard is 0.05, so it would take only five or six not-useful
days in a row for this to happen—not exactly likely under µ123 but far from impossible—and
then the decision maker chooses {1, 2} , which of course doesn’t change the implausibility of
hypotheses in which 3 is good.

A consequenceof this phenomenon is that themore tools are good, themore likely it becomes
that these heuristics “settle” for less than the objectively optimal toolkit. When, say, the true
hypothesis is µ123 , the decision maker is not going to wind up at a toolkit containing tool 4, as
her experiences will tell her that 4 is not good. But toolkits that contain 4 can be the resting
point (except for HS and TS) under hypothesis µ1234 , since under µ1234 , evidence will tend to
confirm that whichever tools the decision maker is holding are good, while (in Model 2) she gets
no evidence that the tools she has foresaken are (also) good.

Why does SSB fail so often when no tools are good? In a 250-iteration simulation where
the hypothesis was fixed at µ0 (no good tools), SSB ended with the K450 = � 23 times, with {1}
38 times, with {2} 59 times, and with {4} 35 times. Of course, once SSB is choosing � , it can
never escape; it chooses this because the averages value accrued by all non-empty toolkits are
negative, and no evidence is obtained to change those averages. And, when no tools are good,
the expected values of the one-element toolkits (under µ0 ) are close together: {1} has expected
value 0.9; {2} , 1.07; {3} , 1.24; and {4} , 1.01. A run of bad luck with tool 3 could push its
average value far enough down, while one of the other three tools presents an average close to
its expected value, so the decision maker chooses the other one-element toolkit. Its average will
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then converge to the expected value, making it (for practical purposes) a trapping state.

Speed reaching final toolkit

The final dimension that affects overall performance is the speed with which a heuristic
settles down. Table 14 provides statistics about the distribution of times by which each heuristic
reaches its “final toolkit.” Specifically, we record the times t by which 25%, 50%, 75%, and
90% of the 10,000 trials have reached a toolkit from which they don’t depart subsequently, in
the ⌃ = 0.99 simulations. So, for instance, in the 10,000 simulations of ADP for Problem 1-2
and ⌃ = 0.99, on at least 2500 iterations, Kt = K8 for t = 9, 10, . . . , 450. We also give the date
after which, in all 10,000 iterations, the toolkits chosen never change; for ADP in Problem 1-2
with ⌃ = 0.99, Kt = K105 for all t = 106, . . . , 450, for all 10,000 iterations.

The description just given is not completely accurate for HS and TS. In each of those
heuristics, there is always a small probability theKt is chosen strictly for informational purposes,
long after the decision maker has gathered enough information to conclude that she is “done.”
Hence, for HS and TS, at each date t we computed the myopically optimal toolkit under the
posteriors that HS and TS had generated, and in constructing Table 14, we recorded the last date
at which that myopically optimal toolkit changed.22

Table 14. Speed of reaching the “final” toolkit

The entries 450+ indicate that, for at least one iteration of the simulation, K450 was different
from K449 . Hence we don’t really know when, in that iteration, a “final” toolkit will be reached.

22 As always, the on-line Appendix provides complete raw data used to make up Table 14, as well as similar raw data
for � = 0.9 and 0.96.
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For that matter, we know that HS must reach the objectively optimal toolkit eventually, and we
know from Table 11 that in 22 iterations of Problem 1-2 and in 5091 iterations of Problem 2-3
(both out of 10,000), this hasn’t happened yet. Hence the report in Table 14 that HS was “all
done” by t = 118 in Problem 1-2 and that at least 9000 iterations were done by t = 206 inModel
2-3 are both not really correct; in Problem 2-3, for instance, at least 4091 of those 9000 will at
some point after t = 450 change to the correct toolkit. This, then, is stark commentary on the
theoretical result that harmonic sampling (or simulated annealing) will get it right, eventually.
For at least some sample paths, “eventually” means a long time; in the case of Problem 2-3
for ⌃ = 0.99, “eventually” is after 99% of the total possible value has gone into the books, for
roughly half the sample paths.

On the other hand, consider the previous discussion concerning AM, BUCBx, ADP, and
even BUCB getting “trapped” at a toolkit that is not subjectively optimal. For instance (Table
11 again), in Problem 2-3, ADP “ended” at a toolkit that is not subjectively optimal a little less
than half the time. We don’t know whether ADP might at date subsequent to t = 450 manage
to change toolkits. But Table 14 tells us that, for Problem 2-3, ADP was “all done” by t = 165,
which means it remained with the same toolkit for at least 285 time periods. Given the nature
of ADP, it seems unlikely that, having stuck with the same toolkit for 285 time periods, it will
subsequently move; and the same is true for AM, BUCBx, and BUCB (for a fixed ⌥ > 0), given
how they operate. Indeed, even if they were eventually to become “unstuck,” it would be long
after most of the possible value for the decision maker has come and gone.

Hence, for all practical purposes, we read Table 14 as a good indication of how quickly the
heuristics get to wherever they are going. Clearly, SSB moves most slowly, and TS is generally
second slowest. AM is fastest at the start, but ADP eventually passes it. BUCB and BUCBx are
both a bit slower than ADP and AM (although for Model 1-3, BUCB finishes first of all).

Performance at intermediate times and at the end

Table 15 provides the same sort of data as does Table 10—average values of payoffs at
specific dates from the different heuristics in each of the model-cost pairs, for ⌃ = 0.99—for
intermediate times t = 16 and 32 and for t = 450. This brings together several dimensions of
performance discussed above.

In both Problems 1-2 and 1-3, TS, BUCB, and BUCBx are catching up to AM and ADP
at times t = 16 and 32; indeed, BUCB and BUCBx have passed AM by t = 32 in Problem
1-3. But, since all of these heuristics have arrived at the objectively optimal toolkit by t = 450,
their performances at that time are identical. And we see that BUCBx continues to beat BUCB,
which continues to beat TS, at the intermediate times.
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Table 15. Average performance at t = 16, 32, and 450

The results for Problems 2-2 and 2-3 are more interesting. By time t = 450, TS leads in
Problem 2-2, closely followed by BUCB; in Problem 2-3, these positions are reversed. (Ideal
beats everything else at all times, of course.) Clearly, the greater “accuracy” of these two
heuristics in terms of getting to the objectively optimal toolkit (relative to, say, ADP) is at work.
BUCBx, which outpaced both TS and BUCB at t = 16 and 32, has fallen behind for the same
reason. At the intermediate times, BUCB beats TS, presumably because it is getting to good
final positions more quickly.

Perhaps the most interesting paired comparison in Table 15 concerns TS versus BUCB in
Problem 2-3 for t = 450. BUCB has finished searching, while TS had not finished in all 10,000
iterations (Table 14). But in terms of reaching the the objectively optimal toolkit, TS is a bit
more accurate (Table 11). So why does BUCB have better overall performance? We do not have
a definitive answer, but can offer a hypothesis. Begin with Table 12. Both BUCB and TS do
fairly well in getting to the objectively optimal toolkit, but they err in different fashions: BUCB
makes most of its errors whenmany tools are good, while TS is muchmore balanced and, in fact,
makes more errors for one-good-tool and no-good-tool hypotheses. This is a consequence of
how they operate: When many tools are good and a tool that belongs to the objectively optimal
toolkit has a handful of bad outcomes, BUCB relegates all tools that contain it to the implausible
category. The “next” toolkit on which BUCB experiments does well (because many tools are
good), and BUCB is stuck. TS, on the other hand, never gives up completely on any tool, so its
errors, while they will be corrected eventually, take quite some time to correct. Table 14 reports
that, for Problem 2-3, TS was not “done” by time t = 450, but it doesn’t say how far TS was
from done: In 35 iterations out of 10,000, TS changed the toolkit it chose between times t = 445
and 450.

And not all “wrong final toolkit” errors are equally costly. In a 250-iteration simulation
with the hypothesis fixed at µ123 , BUCB “erred” 37 times, while TS only missed the objectively
optimal {1, 3} four times. But these errors by BUCB—ending with {1, 2} on nineteen trials
and with {2, 3} on eighteen trials—are relatively inexpensive: The expected values of {1, 2} ,
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{1, 3} , and {2, 3} are, respectively, 7.6398, 7.679, and 7.669. On the other hand, in a 250-
iteration simulation with the hypothesis fixed at µ3 , BUCB got to the optimal kit {3} all 250
times, while TS, at time t = 450, was at {1, 3} five times and {2, 3} four times. The expected
values from {3} , {1, 3} , and {2, 3} under µ3 are, respectively, 6.16, 5.56, and 5.61. (Of
course, TS will get to the right kit, eventually.) The point is that the “hit rates” reported in Table
11 capture part of the answer to, How well does a heuristic do in the long run? One must also
consider the nature of errorsmade and, in particular, howmuch they cost, relative to the optimum
toolkit.

7. Robustness
When it comes to evaluating the relative (and absolute) performance of Bayes-based heuris-

tics, a consideration not yet discussed is robustness against initial misspecification and/or mis-
assessmentof the decisionmaker’s prior. After all, the decisionmaker’s prior—both the probabil-
ities assigned but, even more, the set of hypotheses initially entertained—are crucial ingredients
in how these Bayes-based heuristics behave. Reinforcement-learning heuristics such as SSB,
which pay attention only the empirical evidence, can be evaluated under any single hypothesis
as to how the vt vectors are generated.23 But, as we’ve noted, we evaluate all our heuristics
with simulations of the decision-maker’s prior (including her model). What if she is wrong?24

We frame this issue as follows: The decisionmaker, in employing theBayes-basedheuristics,
does so on the basis of some prior ⌦0 over a finite collection {µ1, ..., µI} of hypotheses, where
each µi is a distribution over the set of “possible” vt vectors, with the maintained-by-the-
decision-maker hypothesis that the process {vt} is i.i.d. with each vt distributed as µi . The
“truth” is some process that drives the sequence of vt ; it could be the that {vt} are i.i.d. according
to some one of the µi , and it could be something quite different. The robustness question can
then be posed as,What is the worst performance generated by each heuristic, as we range over
some specified class of “objectively possible” truths? We agree with the usual objections to
measuring robustness with worst-case analysis, but as this sort of analysis is employed elsewhere
in the literature, we’ll briefly go down this route.

Of course, the answer depends on how wide is the class of “objectively possible truths” we
consider. Possibilities include:

1. The objective truth is that the {vt} process is i.i.d., and some one of the {µi} in the support
of the decision-maker’s prior gives the law for the process. In other words, the decision

23 Which, in fact, is how Francetich and Kreps (2017) does business, albeit a very limited amount of business.
24 As observed in our previous discussion, a referee of an earlier version of this paper objected to the decision criterion
we have used, on more or less these grounds.
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maker is correct about the structure of her problem, except that her prior ⌦0 over the {µi}
may be wrong.

2. The objective truth is that the {vt} process is i.i.d. with a marginal distribution µ⇥ that is not
necessarily one of the µi , but such that, for all finite T , if the probability under the objective
truth (i.i.d. with marginal distribution µ⇥ ) is positive for some sequence {vt; t = 0, . . . , T},
then it is positive under at least one of the µi .

3. The objective truth is that the {vt} process is not (necessarily) i.i.d. and instead is given by
some (more complex) probability law, but such that, for all finite T , if the probability under
the objective truth is positive for some sequence {vt; t = 0, . . . , T} , then it is positive under
at least one of the µi .

4. Or we could assume either 2 or 3, but dropping the final “such that” conditions.

The point of the “such that” conditions in 2 and 3 is that, without them, wewould need to say how
a decision maker employing one of our Bayes-based heuristics proceeds, when she encounters a
history that has zero prior probability. Since we don’t have anything useful to say on this score,
we impose the “such that” condition.

Evaluating the worst-case performance of each heuristic under the rules posed in the first
listed possibility is easy: Suppose that, the “true” prior probability distribution over the hypothe-
ses {µi} is ⌦⇥ , while the decision maker employs one of our Bayes-based heuristics and prior
⌦0 . Let Vi(⌦0) be the expected (total) payoff the decision maker would accrue from using the
heuristic and the prior ⌦0 , conditional on the true hypothesis being µi . Then if the “true prior” is
⌦⇥ , the decisionmaker will accrue (in expectation)

�
i ⌦
⇥(i)Vi(⌦0) . Hence, under the first listed

possibility, the “worst case” expected payoff is min{Vi(⌦0); i = 1, . . . , I} . By simulating our
heuristics against each individual hypothesis µi , where the decision maker bases her sequence
of decisions on a starting prior of ⌦0 , we can estimate Vi(⌦0) for each i and (thereby) find an
estimate of the “worst case” for the heuristic.

In the on-line appendix, we present the results of simulations for each test problem and each
hypothesis, for ⌃ = 0.99; each of these simulations has 250 iterations. In Problems 1-2 and
1-3, where the hypotheses are more or less symmetrical, the “worst case” for the Bayes-based
heuristics is  34 : Because it has the smallest prior probability, it takes the longest (on average)
for the application of Bayes rule to overcome the decision-maker’s “prejudices” in favor of the
other hypotheses. See Table 16, which concerns Problem 1-3: The first row gives the average
performances of the heuristics in our original 10,000 iteration simulation. The second row
gives average payoffs for each heuristic against hypothesis  12 , the most likely according to the
decision maker’s prior; the third row gives the average payoff for each heuristic against  34 ; the
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Table 16. Problem 1-3: Average performance of each heuristic against ⇥1 and ⇥6 ,
compared with average performance against a simulation where the hypothesis is drawn
on each iteration according to the decision maker’s prior, � = 0.99 .

fourth and fifth rows are self explanatory.
The “heuristic” least affected is SSB. Because the hypotheses are more or less symmetric,

except for their prior probabilities, and SSB ignores the prior, SSB does close to equally well
against each of the six hypotheses. And, in terms of rank orders of the heuristics, this makes a
difference: While ADP comes in first place (excluding the infeasible Ideal) in all three cases,
if a decision maker decided against implementing ADP because of its complexity and instead
chose BUCBx or BUCB, on “robustness” grounds she might have been better off with SSB.

For Problems 2-2 and 2-3, where the prior probabilities are fairly uniform, similar exercises
produce similar results, but for different reasons: different heuristics perform (relatively) better
or worse on hypotheses depending on the number of good tools, so as we vary the hypotheses,
different relative orders of performance appear. The interested reader can consult the on-line
appendix for details.

To make the general point of this section vivid, consider a Problem 2’-3. This problem is
identical to Problem 2-3, except for the decision maker’s prior: In Problem 2’-3, she originally
assesses probability 0.8 that tool 1 is good, 0.8 that tool 2 is good, 0.1 that tool 3 is good, and
0.1 that tool 4 is good. As you can probably anticipate, the “worst case” for this problem is
hypothesis µ34 , tools 3 and 4 are good while 1 and 2 are not. Table 17 provides the following
information: Based on 1000-step simulations, it gives the average value from each heuristic: (a)
if ⌃ = 0.99 and hypotheses are drawn according to the decision-maker’s prior; (b) if ⌃�0.99 and
we fix hypothesis µ34 ; (c) if ⌃ = 0.9 and hypotheses are drawn according to the decision-maker’s
prior; and (d) if ⌃ � 0.99 and we fix hypothesis µ34 .

This is an extreme case, constructed to show how un-robust are the Bayes-based heuristics
when the decision maker has the prior “very wrong.” But, extreme as it is, it certainly exhibits a
virtue that attaches to the simple-minded sort of reinforcement learning of SSB:When ⌃ = 0.99,
ADP wins (except against Ideal), although BUCB comes close (paired-comparison t = 2.16).
And SSB is last by a large margin; the closest to it is HS, with a paired-comparison t = 16.52.
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Table 17. Problem 2’-3: Average performances of the heuristics, when hypotheses are
drawn according to the decision-maker’s prior versus when the hypothesis is fixed as
µ34 .

But against the hypothesis µ34 , SSB is second only to ideal; the closest to it is TS (paired-
comparison t = 20.85). And, since (obviously) the problem for Bayes-based heuristics with a
“wrong” prior is most severe early on, when ⌃ = 0.9, the effect is only more stark; when the
hypothesis is fixed at µ34 , SSB even beats Ideal (paired-comparison t = 25.79).

Possibility 2—that the decision-maker’s prior may put zero probability on the “truth”—
provides even more dramatic results. Suppose, for instance, that in Problem 1-3, the objective
distribution of the v vectors is that vt = (15.1, 1.2, 1.3, 1) with probability 0.6, (1.1, 15.2, 1.3, 1)
with probability 0.3, and each of (1.1, 1.2, 15.3, 1) and (1.1, 1.2, 1.3, 15) with probability 0.025.
The objectively optimal toolkit in this case is {1} . And, we know from Francetich and Kreps
(2017) that, as ⌃ � 1, SSB (with an optimized value of � ) will find this toolkit with probability
approachingone; indeed, the averagepayoff, with probabilityone,will approach the clairvoyance
payoff. But the Bayes-based heuristics, employing the decision-maker’s prior for Problem 1-
3, will (at best) come to decide that  12 is the true hypothesis and, accordingly, choose the
suboptimal toolkit {1, 2} . Bayes-based heuristics can’t recognize frequencies in the data that
they don’t initially hypothesize, and so are not robust to misspecifications of category 2, while
the reinforcement-learning hypotheses are not so limited.

Which is not to say that SSB is robust against “misspecifications” of still greater char-
acter. Suppose, for instance, that vt has an “alternating” distribution: For t even, vt =
(15.1, 1.2, 1.3, 1) with probability 0.8 and (1.1, 1.2, 15.3, 1) with probability 0.2; and for t

odd, vt = (1.1, 15.2, 1.3, 1) with probability 0.8 and (1.1, 1.2, 1.3, 15) with probability 0.2.
Performance of the various heuristics will be roughly as reported here for Model 1, but a su-
perior strategy—one that can’t be reached by any of the heuristics we’ve proposed—would be
to choose {1} on even dates and {2} on odd. Or suppose that there is an underlying and
unobservable state variable that shifts occasionally between state ⌅ and state ⇧ . Suppose, for

39



instance, that if the state at date t is ⌅ , it remains ⌅ next period with probability 0.99 and shifts
to ⇧ with probability 0.1, and symmetrically if at a given date the state is ⇧ . Suppose that when
the state is ⌅ , vt is distributed as in  12 ; when the state is ⇧ , vt is distributed as  34 . SSB will
probably reach {1, 2} early on, but as time passes and state changes build up, it will settle at
{1, 2, 3, 4} , which is optimal against all four v vectors being equally likely.

8. Concluding remarks

The most obvious concrete conclusion we have reached is that, in the context of choosing
a good toolkit, a good heuristic in terms of minimizing asymptotic regret—the criterion of the
literature of CS/OR on this topic—can perform quite poorly when the criterion is discounted
expected payoffs, for any fixed discount factor less than one. And, despite the facts that approx-
imate dynamic programming is immensely more work to implement than alternatives and that,
in theory, it is subject to getting “trapped,” it performs fairly well across a variety of situations.

It is worth noting that some of the other concrete conclusions we reached in our analysis of
the simulations are not specific to the context of choosing toolkits. Consider, for instance, the
conclusion that, in the context of Model 2, the more good tools there are, the more likely it is
that heuristics such as AM, BUCBx, ADP, and even BUCB will miss the objective optimum.25

This conclusion, properly framed, would hold just as well for a standard independent-arm bandit
problem, where the decisionmaker can choose only one arm: In an environment withmore well-
paying arms, a fully-optimizing decision maker (seeking to maximize her discounted expected
payoffs) is more likely to appear to “satisfice” with a well-paying arm, even if it is not the best
arm.

But we take a broader view of what the analysis in this paper teaches us:
Cognitive psychologists have studied heuristics and, in particular, the qualities perceived

as important to being a good heuristic. Compare what we have seen here with that literature.
Gigerenzer and Todd (2000) emphasize ecological rationality, or how the structure of the envi-
ronment matches the structure of the heuristic. Our results, if nothing else, confirm that, in the
context of choosing a toolkit, ecological rationality is paramount. In particular, what works well
in a low ⌃ environment can be quite different fromwhat works well when ⌃ is extremely close to
one. What works well when information flows freely (as in Problems 1-2 and 1-3) can be quite
different from what works well where there are few if any serendipitous informational gains (as
in Problem 2-3). To take this to more real-life examples, consider the difference in heuristics
for choosing players for a baseball team—where the use of individual past-performance data

25 We could avoid this outcome for BUCB, at least, if we posed BUCB so that the hurdle rate for plausibility, ⇥ , was
a vanishing function of time.
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is prevalent—from choosing “components” for a winning basketball team, where how well the
players fit together becomesmuchmore of an issue. Or consider the research into staffing policies
done in the Stanford Project on Emerging Companies (Hannan and Baron 2002): Organizations
aiming for a strong and internally focused organization culture choose new employees based on
entirely different (heuristic) criteria than do organizations that seek breakthrough technologies.

Gigerenzer and Todd suggest two sorts of assessment criteria: coherence, which concerns
the internal, logical coherence of judgments involved in the heuristic, and performance, or how
the heuristics fare in real-world environments. Roughly speaking, we see our theoretical results
to be largely concerned with coherence, while the simulation results are all about performance,
albeit performance in a simulated world, not the real thing.

Viewed from the lens of mainstream economics, we suspect that readers will have found
the theoretical results to be more satisfying and convincing than the conclusions we draw based
on our simulations: The theoretical results are general, logical propositions; in contrast, our
simulation-based conclusions are drawn from an extremely limited set of simulations. This takes
us back to a point with which we began in Francetich and Kreps (2017): One can and should
learn from both sorts of results (as well as from field-based empirical results). In particular,
economic theorists have a tendency to prove propositions about what happens in the limit; for
dynamic phenomena—for instance, as discount factors go to one—because in the limit is where
one finds tools to prove propositions, such as the strong law of large numbers. In the terminology
of Gigerenzer and Todd, proposition-proving is most often about coherence.

But to understand what our propositions tell us about the real world—that is, about perfor-
mance—one should understand, in practical terms, how close (say) ⌃ must be to 1 for a given
level of approximation. It is good to know that ThompsonSampling andHarmonicSamplingwill
get you to the truth, eventually. But this may be misleading without some sense of what, prac-
tically speaking, eventually entails. And where that sense can only be derived from simulation,
simulation should be employed.

It would be even better to complement what this paper does with experimental or field
research about how individuals act when facing these sorts of problems. But, while waiting for
such work, we hope the reader is convinced (as are we) that a combination of theorem-proving
and simulation improves understanding when theorem-proving alone cannot take us far enough.
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Appendix A: Proofs

Preliminaries
The propositions are stated in “strong-law” fashion: The probability of some event (related

to the choice of Kt or the limit of the Cesàro sums of rewards) is 1, or is close to 1, or approaches
1. To be rigorous about such statements, we need to construct a probability triple (⇤,F , P )
for which the statements are true. Moreover, we enlist some general results that require the
decision maker to “systematically and predictably” make choices whenever the heuristic calls
for a randomized choice (as in HS and TS) and when there are ties to be resolved (which could
happen in any of other heuristics). So:

We use a standard probability triple (⇤,F , P ) on which are defined a random variable
N with support {1, . . . , N} and sequences {vt} and {ut} , where the {ut} are all uniformly
distributed on [0, 1], independently of everything else, the probability of {I = n} is ⌦0(µn) , and
the {vt} are conditionally i.i.d, conditional on the value of N , where if N = n , the marginal
distribution of each vt is µn . We construct the interlaced filtration F0 ⇤ G0 ⇤ F1 ⇤ G1 ⇤
. . .F , as follows: F0 is trivial, G0 is the sigma-field generated by u0 , . . . , Ft is generated by
(u0, v0, . . . , ut�1, vt�1) and Gt is Ft augmented by the information provided by ut . The role
of the uniform random variables ut is explained momentarily.

On this space are defined random variables {Kt,⌦t, wt; t = 0, 1, . . .} , representing the
choice of toolkit at each date, the decision maker’s posterior assessment over the value of N
based on information received up to time t�1 (with ⌦0 given), and the reward wt = W (vt,Kt)
she receives at time t . Of course, these random variables will depend on the “overall state
of nature” ✏ = (u0, v0, u1, v1, . . .) as well as on the heuristic the decision maker employs; we
suppress denoting this dependence on the heuristic, but it is implicitly there. (Each of our results
involves only one heuristic at a time; when proving the result for a given heuristic, we assume
that the random variables are defined relative to this heuristic.)

Of course, when the decisionmaker goes to choose Kt , she has (in general) less information
than Gt ; it is assumed that she knows {u0, u1, . . . , ut} , but she will not (necessarily) have
observed v0 through vt�1 . Fixing (implicitly) the heuristic she is employing, and letting H0

be G0 (which she is assumed to know as she goes to choose K0 ), we can inductively define
the information she has when she chooses Kt as represented by the sigma-field Ht : H1 is H0

augmented by u1 and the information gained from the cell of � (K0) that contains v0 , and so
forth.

Formally, we require that Kt is Ht measurable. That is, insofar as Kt is not measurable
given information available just after time t � 1—that is, H1�1 augmented by the information
gained from Kt�1 and the information provided by the cell of � (Kt�1) that contains vt�1—it
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is determined by this information and ut . This, then, explains the role of the ut : We suppose
that the decision maker, insofar as she randomizes her choices, bases those choices at time t on
the value of ut . Insofar as she has an arbitrary choice, she makes that choice systematically.

We use five technical lemmas:

Lemma 1. If {�t; t = 0, 1, . . .} is a martingale with uniformly bounded increments, then
limt⇧ �t/t = 0 almost surely. 26

Lemma 2. Suppose {Xt; t = 0, 1, . . .} is a process adapted to the filtration {Ft; t = 0, 1, . . .}
(all defined on some underlying probability triple (⇤,F , P ) , where the conditional distribution
of Xt , conditional on Ft�1 is given by some fixed distribution function F , which is also the
marginal distribution function of each Xt . (Think of Xt as taking values in Rn for some n .)
Let {�t; t = 0, 1, . . .} be a process defined on the same probability triple such that each �t

equals either 0 or 1, �0 is constant, and �t is Ft�1 -measurable. 27 Fix a measurable set A in
the range of the Xt ’s, and let p be the (marginal) probability that any Xt � A . Write F for
the meet (limit) of the Ft , and write B = {✏ � ⇤ :

� 
t=0 �t(✏) =↵}. Then,

lim
t⇧ 

�t
s=0 �s 1{Xs⌦A}�t

s=0 �s

= p on B , P -a.s.,

where 1{·} is the usual indicator function. And if support of each Xt is bounded,

lim
t⇧ 

�t
s=0 �s Xs�t

s=0 �s

= m on B , P -a.s.,

where m is the expected value of (each) Xs .

This lemma,which is a classic result attributed toDoob (1936) byKallenberg (1988), is discussed
in Francetich and Kreps (2017); a simple proof using Lemma 1 is provided there.

Lemma 3. Fix a probability triple (⇤,F , P ) , sub-↵ -fields G and G� where G� is a refinement
of G , and an event A � F . Let B = {✏ � ⇤ : P (A|G)(✏) = 1} (for any convenient version of
P (A|G)). Then, up to a P -null set, P (A|G�) = 1 on B (and the same is true with 0 replacing
1.)

Or, in words: If, based on the information provided by G , a decision maker (or statistician)
concludes that A has definitely happened (or definitely not happened), then giving her more

26 See Neveu, (1975, Proposition VII-2-4).
27 In the terminology of stochastic processes, ⌅t is predictable.
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informationwill (a.s.) not change that judgment. The proof is a trivial applicationof the definition
of conditional probability: Since we have said “up to a P -null set,” there is nothing to prove if
P (B) = 0. So assume that P (B) > 0. Now P (A|G) is E[1A|G] and, since B � G ,

⌘

B
1AdP =

⌘

B
E[1A|G]dP =

⌘

B
P (A|G)dP = P (B),

where the last equality holds since P (A|G) = 1 on B . But since B � G ⇤ G� , B is G�

measurable, and

P (B) =
⌘

B
1AdP =

⌘

B
P (A|G�)dP.

Since conditional probabilities are bounded above by 1, the integrand in the last integral must
be 1 (a.s.) on B . (And similarly for 0.)

Lemma 4. Fix a probability triple (⇤,F , P ) and a filtration of sub-↵ -fields {Ft; t = 1, 2, ...} .
For any event A � F , {P (A|Ft); t = 1, . . .} is a martingale and, being bounded, converges
almost surely. Moreover, the a.s. limit of P (A|Ft) is P (A|F ) , where F is the meet of all
the Ft .

This is entirely standard.

Lemma 5. Fix a probability triple (⇤,F , P ) , a filtration of sub-↵ -fields {Ft; t = 1, 2, ...} ,
and an event A � F such that P (A) > 0 . Write PA for P conditional on A; that is, for all
B � F , PA(B) = P (A ⇣ B)/P (A). Then the stochastic processes {P (A|Ft); t = 1, 2, . . .}
and {ln(P (A|Ft); t = 1, 2, . . .} are both submartinagles (for the filtration {Ft}) under the
probability measure PA .

Of the five lemmas, only Lemma 5 is not a standard result (as far as we know), and perhaps
needs some explanation. We are thinking of a decisionmaker or statistician receiving a sequence
of informative signals, whose content is specified by the Ft . This individual is interested in
particular in the conditional probability that event A is true, where A has strictly positive prior
probability. Of course, under her prior, her successive conditional probabilities that A is true
forms a martingale; that is Lemma 4. What Lemma 5 says is that, if we look at the process
of posterior probabilties that A is true, not under her prior but instead under the conditional
probability distribution P (·|A) , then this process and the process formed by the log of her
posteriors are submartingales. Please note, we are not talking about {P (A|A,Ft); t�1, 2, . . .} ,
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but about the process {P (A|Ft); t = 1, 2, . . .} under the probability law P (·|A) . For this result
(which we believe is originally attributable to Turing), see Francetich and Kreps (2014).

Since there are only finitely many µn , N applications of Lemma 4 tells us that, whatever
the decision maker is doing, if she correctly uses the information that she receives (which
is a maintained hypothesis in this paper), her sequence of posteriors {⌦t(µn); t = 0, 1, . . .}
converges for each n , with probability 1. Let ⌦ be the “limit” posterior. Of course, ⌦ (µn) =
P(N = n|H ) , where H is the ↵ -field generated by all the information she receives.

Proof of Proposition 1. At dates t = 1, 2, 22, 23, . . . , the decision maker’s choice of toolkit is all
of X , and since the marginal distributions of the vector vt are different under the different µn ,
it is an immediate consequence of Lemma 2 that, if she ignores information received on dates
other than t = 1, 2, 22, 23, . . . and forms Bayesian posteriors on the value of N , she will learn
the true value of N P -a.s. Since the totality of information she learns is a refinement of what
she learns on those dates only, Lemma 3 tells us that, conditional on all the information she does
receive, she learns N a.s. But then Lemma 4 tells us that when we supplement the information
she receives on other dates, her posterior ⌦ (µn) will be 1 on the event {N = n} and 0 off that
event. Therefore, limt⇧ ⌦t(µn) = 1 on {N = n} and 0 otherwise. Since at times t not of the
form 1, 2, 22, . . . she chooses a myopically optimal toolkit, given her posterior ⌦t , on {N = n} ,
past some point in time, at those times shemust (a.s.) be choosing a toolkit that is optimal against
µN . (Any toolkit that is not optimal against µN is, eventually, not going to be myopically opti-
mal.) This, together with a simple application of the strong law of large numbers concerning the
rewards she receives (once she has settled on toolkits that are optimal given µN , gives the result.

Proof of Proposition 2. This is a simple variation on the proof of Proposition 1. The decision
maker chooses Kt = X infinitely often, with probability one. On that (a.s.) event, the vt

observed reveal N with probability 1. Data she recieves at other dates cannot change her
posterior assessments that N = n , for each n ; they converge to 1 if N = n and 0 if not. Hence
on dates when she chooses myopically, she will (eventually) be choosing objectively optimal
toolkits. At t � ↵ , those choices provides rewards that converge to w⇥ , with probability 1.

Concerning the proofs of Propositions 3 and 4, we give a detailed proof of Proposition 3,
and then use the ideas in this proof to give more discursive proofs of Proposition 4.

Proof of Proposition 3. Recall that Ft is the ↵ -field generated by past values of vt and ut ,
so that ⌦t is Ft -measurable. Recall that Gt is Ft augmented with a uniform-[0, 1] random
variable, independent of everything else, where ut is used to stage the random choice of toolkit
Kt , while Ft is Gt augmented by the information in vt . We write Ht for the information held
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by the decision maker as she makes her choice Kt ; the difference between Ht and Gt is that Ht

may miss some information about past values of vt that, owing to her choice of prior toolkits,
the decision maker did not see. Recall that ⌦ denotes the limit of these posteriors and, as
a random variable, together with the meet of all the Ht , denoted H , closes the martingale
of posterior assessments. And ⌦ (µn) = P(N = n|H ) , so {⌦0,⌦1, . . . ,⌦ ,1{N=n}} is a
martingale (under P) relative to the progression of ↵ -fields {H0,H1, . . . ,H ,F }.

Suppose that, for some n , ⌦ (µn) /= 1{N=n} P-a.s. Since 0 ⌅ ⌦ (µn) ⌅ 1, this implies
that

✏
{N=n} ⌦ (µn)(✏)P(d✏) < P

�
{N = n}

⇥
= ⌦0(µn) , and since E[⌦ (µn)] = ⌦0(µn) , this

implies that for some n� /= n (where n� � {1, . . . , N}), P{N = n� and ⌦ (µn) > 0} > 0.
(There may be many such n� .) Fix some n� so that this is so. Since, on the event {N =
n� and ⌦ (µn) > 0} , K⇥n is chosen with strictly positive probability bounded away from zero
for all dates sufficiently large, K⇥n will be chosen infinitely often for P-almost all ✏ � {N =
n� and ⌦ (µn) > 0}. Using Lemmas 2 and 3, then, the decisionmaker asymptotically learns the
full distribution of payoffs generated by K⇥n on this event. Hence, on this event, the distribution
of W (v,K⇥n) must be the same under µn⇥ as under µN , for otherwise (on this event, which is a
subevent of {N = n�}), she would asymptotically come to realize that N is not n , and ⌦t(µn)
would asymptotically approach zero.

Define a binary relation ⌥ on {1, . . . , N} :

n ⌥ n� if P{N = n� and ⌦ (µn) > 0} > 0.

Note that we allow n� = n in this definition. And, in fact, it must be true that n ⌥ n :
Lemma 5 states that, with respect to P[·|N = n] , (which we will hereafter abbreviate Pn ),
{⌦t(µn); t = 0, 1, . . .} is a closed submartingale. Therefore, E[⌦ (µn)|N = n] ⇧ ⌦0(µn) > 0,
and so ⌦ (µn) must be strictly positive with positive probability on {N = n} .

Let ⌥̄ be the transitive closure of ⌥ . For each n , let I(n) = {n� : n ⌥̄n�} and let
⇥n = ✏n⇥⌦I(n){N = n�} . (Note that n � I(n) .) We assert that for each n ,

⇣

n⇥⌦I(n)

E[⌦ (µn⇥) · 1�n] =
⇣

n⇥⌦I(n)

⌦0(µn⇥). (A.1)

It is of course true that E[⌦ (µn⇥)] = ⌦0n⇥ , since ⌦ closes the martingale of posterior assess-
ments. The point is that for all n� � I(n) , ⌦ (µn⇥) = 0 on the complement of ⇥n , so omitting
the complement of ⇥n in the integrals on the left-hand side loses nothing.
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Interchange the summation and the integral on the left-hand side of (A.1):

E

⌦
1�n

⇣

n⇥⌦I(n)

⌦ (µn⇥)

↵
=
⇣

n⇥⌦I(n)

⌦0(µn⇥).

Since E[1�n] =
�

n⇥⌦I(n) ⌦0(µn⇥), this implies that, for every n ,

⇣

n⇥⌦I(n)

⌦ (µn⇥) = 1 P-a.e. on ⇥n. (A.2)

Now go back to any m for which ⌦ (µm) /= 1{N=m} , and take any n /= m such that
m ⌥ n . Apply (A.1) for this specific n . Since ⌦ (µm) > 0 with positive probability on
{N = n} ⇤ ⇥N , we conclude that m � I(n) . Hence, for every n /= m such that m ⌥ n , there
is a chain m = m0 ⌥ n = m1 ⌥ m2 ⌥ . . . ⌥ m⌃ = m.

Consider any pair n and n� , n /= n� , such that n ⌥ n� . We know from the first part of this
proof that the distribution of W (vt,K⇥n) under µn must be the same as under µn⇥ . This implies
that w⇥n = wn⇥(K⇥n) and, of course, wn⇥(K⇥n) ⌅ w⇥n⇥ . Applying this to the cycle created last
paragraph, we conclude that this weak inequality must be an equality. That is:

If n ⌥ n� or, equivalently, if P{N = n� and ⌦ (µn) > 0} > 0 , then w⇥n = wn⇥(K⇥n) = w⇥n⇥ .

For the remainder of the proof, we fix an (arbitrary) n and show what happens on the event
{N = n} .

Define random variables Ym(t) := 1{Kt=K�
m}W (vt,K⇥m) and Y (t) :=

�N
m=1 Ym(t) . That

is, Y (t) is the decision-maker’s actual net payoff in period t . The limit of the Cesàro sums of
the Y (t) (in which we are interested) is the sum of the limits of the Cesàro sums of the Ym(t) ,
assuming that these limits exist, so we examine those.

The limit of the Cesàro sums of the Ym(t) , or limT⇧ 

✓�T
t=0 Ym(t)/(T + 1)

◆
, is

lim
T⇧ 

1
T + 1

T⇣

t=0

⇤
Ym(t)� ⌦t(µm)wn(K⇥m)

⌅
+ lim

T⇧ 

1
T + 1

T⇣

t=0

⌦t(µm)wn(K⇥m), (A.3)

assuming both limits exist.
And, under Pn , they do (almost surely): To begin, compute

En ⇤Ym(t)� ⌦t(µm)wn(K⇥n)
⌥⌥Ft

⌅
=

En⇤1{Kt=K�
m}W (vt,K

⇥
m)� ⌦t(µm)wn(K⇥m)

⌥⌥Ft

⌅
=

En ⇤En⇤1{Kt=K�
m}W (vt,K

⇥
m)|Gt

⌅⌥⌥Ft

⌅
� ⌦t

mwn(K⇥m),

(A.4i)
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because ⌦t is Ft -measurable and wn(K⇥m) is a (deterministic) scalar. Moreover, the event
{Kt = K⇥m} is Gt -measurable, so the string of equalities in (A.4i) continues

= En ⇤1{Kt=K�
m}En⇤W (vt,K

⇥
m)
⌥⌥Gt

⌅⌥⌥Ft

⌅
� ⌦t(µm)wn(K⇥m). (A.4ii)

Under Thompson sampling and on the event {N = n} , the value of vt is independent of all
information in Gt and is distributed according to µn , so En[W (vt,K⇥m)|Gt] = wn(K⇥m) . And
En[1Kt=K�

m
|Ft] = ⌦t(µm) . Hence, the expression in (A.4ii) is 0. But this implies that if we

let �T =
�T

t=0[Ym(t)� ⌦t(µm)wn(K⇥m)] , {�T } is a martingale with bounded increments with
respect to Pn . Hence, Lemma 1 ensures that the limit of the Cesàro sums of {�T } is almost
surely 0 (under Pn ).

Hence, we are left with

lim
T⇧ 

1
T + 1

T⇣

t=0

⌦t(µm)wn(K⇥m).

We know that, for every sample path, the sequence ⌦t(µm)converges to ⌦ (µm) . So along
each sample path, this Cesàro limit is just ⌦ (µm)wn(K⇥m) .

If ⌦ m = 0, this is zero. If ⌦ m > 0, then we know from our earlier argument that (for almost
every sample path) wn(K⇥m) = w⇥n . And so, when we recompose the sum of these Cesàro sums
of the Ym(t) to find the limit of the Cesàro sums of the Y (t) , we get

lim
T⇧ 

1
T + 1

T⇣

t=0

Y (t) = lim
T⇧ 

1
T + 1

T⇣

t=0

N⇣

m=1

Ym(t) =
I⇣

j=1

⌦ (µn)wn(K⇥m) = w⇥n.

Proof of Proposition 4. First suppose that the extra condition holds: For each pair of hypotheses
µn and µm and for K⇥n , if the distribution of w(K⇥n, µn) is the same as the distribution of
w⇥(K⇥n, µm) , then K⇥n � K⇥m , and so w⇥n = w⇥m . Suppose the decision maker is employing
either BUCB or BUCBx and she chooses K⇥n infinitely often. Then it must be that ⌦ (µn) ⇧ ⌥ ,
the hurdle rate for “plausibility,” for whichever of BUCB or BUCBx is being employed. If
{N = ⇣} for some ⇣ such that W (vt,K⇥n) has a different distribution under µn than under µ⌃ ,
then (apply Lemma 2 and 3 yet again) choosing K⇥n infinitely often would reveal that {N /= n} ,
and so ⌦ (µn) would have to be 0, a contradiction,

So if K⇥n is chosen infinitely often, then w(K⇥n, µn) = w(K⇥n, µm) for whichever m is the
value of N , and by the strong law of large numbers, the average payoff that the decision maker
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gets on those dates must converge to w⇥m . Hence, on {N = m} , for any n such that K⇥n is
chosen infinitely often, the decision maker’s limiting average payoff is w⇥m , and so the limit of
the Cesàro sums of her payoffs converge (a.s., on {N = m}) to w⇥m . That finishes the proof of
the first part of the proposition.

For the second half of the proposition (which concerns BUCB only), fix the hurdle rate ⌥

and some i . (Recall that ⌥ < 1/I , so the decision maker never finds herself in a situation in
which all hypotheses have been deemed to be implausible.) We will discuss what happens on
{N = n} or, equvalently, under Pn .

Consider first the event {N = n and ⌦ (µn) ⌅ ⌥} . Lemma 5 tells us that {ln(⌦t(µn)); t =
0, 1, . . . ,↵} is a submartingale under Pn . Hence, En⇤ ln(⌦ (µn))

⌅
⇧ ln(⌦0(µn)). The inte-

grand is bounded above by zero, so the integral over any sub-event of {N = n} must satisfy the
same inequality. Therefore,

En ⇤ln(⌦ (µn))1{⌅⇤(µn)⌅⇤}
⌅
⇧ ln(⌦0(µn)).

But an obvious upper bound on the left-hand side integral is Pn{⌦ (µn) ⌅ ⌥}⇥ ln(⌥) , and so
we have

Pn⇧⌦ (µn) ⌅ ⌥
⌃
⌅ ln(⌦0(µn))

ln(⌥)
,

which has limit 0 as ⌥ ⌦ 0.
Now consider the event {N = n and ⌦ (µn) > ⌥} . The only way in which the decision

maker could fail to be choosing K⇥n eventually (for all t beyond a certain point) is if, for some
m /= n , she is choosing some other K⇥m infinitely often. Suppose she is choosing K⇥m infinitely
often. For this to be true, it must be that
1. ⌦ (µm) ⇧ ⌥ , for otherwise, past some point in time, µm will forever after be deemed
implausible and K⇥m will not be a candidate for Kt , and

2. w⇥m ⇧ w⇥n , for otherwise, once ⌦t
n is greater than ⌥ and remains there forever after, K⇥m

will not be selected as K⇥n offers a better plausible prospect.
Now if K⇥m is selected infinitely often, the decision maker sees infinitely many draws of the

random variable W (vt,K⇥m) . By computing sample means, she learns wn(K⇥m) , Pn -almost
surely. (She learns more than this, but this is sufficient for this argument.) It can’t be that
wn(K⇥m) < w⇥n ⌅ w⇥m , for the data would then tell her that N /= m , and ⌦t(µm) would have to
approach zero. Since wn(K⇥m) ⌅ w⇥n , the only possibility is that wn(K⇥m) = w⇥n (and is equal
to w⇥m , since otherwise the decision maker would recognize the N /= m).
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But this says that any K⇥m that is selected infinitely often produces, under Pn , the same
expected per period return as w⇥n . The argument used in the proof of Proposition 6 is then easily
adapted to show that the Cesàro sums of payoffs must have limit w⇥n .

Note that the second half of this proposition fails for BUCBx. The reason, of course, is that
the argument labelled 2 does not work. Here is a concrete (counter)-example: There are two
tools, x and y . There are two v -vectors, (10, 12) and (10, 1), where vt(x) is listed first. There
are two hypotheses: Under µ1 , the distribution of the two v -vectors is (0.9, 0.1), and under µ2 ,
the distribution is (0.1, 0.9). The decision maker’s prior is (0.5, 0.5). W = WMAX , and the
rental costs of the tools are 7 apiece. Let ⌥ (the hurdle rate for plausibility) be any number less
than 0.5. Clearly, K⇥1 = {y} and K⇥2 = {x} . When employing either BUCB or BUCBx, both
hypotheses are plausible at the outset. So BUCB, going with the “most optimistic and plausible”
choice, starts with {y} . If µ1 is true, the odds are very high (go to 1, as ⌥ � 0) that she learns
this; if µ2 is true, her posterior on µ1 eventually fall to where she shifts to {x} , which is the
right choice in this situation.

But if she employsBUCBx, the bestK⇥n in terms of immediate payoff is {x} . And, choosing
that, her posterior never moves. She makes the long-run-wrong choice with (prior) probability
0.5, no matter how small is ⌥ .
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