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Abstract

The first best in the multi-agent public experimentation problem of
Klein and Rady (2011) can be reinterpreted as the following multi-choice
bandit problem. A decision maker can experiment on up to two projects
simultaneously, only one of which is fruitful ex-post. Simultaneous ex-
perimentation involves higher cost, but it can produce more data. We
exploit this analogy to identify the optimal multi-choice experimentation
strategy: If the cost or the discount factor are low enough, when the deci-
sion maker starts working on a single project unsuccessfully, she becomes
gradually pessimistic and eventually takes on both projects — despite the
higher costs and the fact that one of them is doomed to fail. A similar
pattern of experimentation emerges when the “bad project” can also give
successes, albeit at a slower rate, as in Keller and Rady (2010).
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1 Introduction

In standard multi-armed bandit experimentation problems, the decision

maker can experiment on at most one arm at a time. In some problems, this

restriction is reasonable. But in others, it is more natural to assume that the

decision maker can, at the appropriate cost, pursue multiple arms at once. If

we let the experimenter take on two projects simultaneously, at an additional

cost, would it be beneficial for her to do so? If the cost is sufficiently low, the

answer is Yes even if only one of the projects can lead to success.

Imagine that a ship carrying treasure sinks near two islands; the treasure

is known to be buried in one of the islands, but not in which one, nor where

exactly in the island or how deep underground. An explorer can organize an

expedition to either island, or organize parallel expeditions to both islands. It

is more costly to explore both islands at once, and there is only one treasure

to be found; but simultaneous expeditions can cover more ground faster.

This treasure-hunt problem has important applications to academic and

industrial research, and to team recruiting:

1. A researcher has a conjecture for a new theoretical result. She can work

on a proof or on a counterexample, but she can also use research funds to

hire a research assistant to work on the counterexample while she works

on the proof, or vice versa.

2. A medical lab is conducting clinical research on two different new treat-

ments for a disease, each based on different assumptions on the cause of

the disease. The lab director can have her staff experiment on one treat-

ment, or she can hire additional researchers and have different teams

working side by side on the different treatments.

3. A manager is to hire one of two applicants. The candidates have different

profiles, and there is uncertainty about which one of them is a better

match to the company’s operations. The manager can hire one or the

other applicant, or hire both for a probation period.
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It turns out that this novel variation of the multi-armed bandit problem

is analogous to the social-planner’s problem in multi-agent experimentation.

The projects represent the different agents, each of which has their own risky

arm; the cost of undertaking additional projects is the opportunity cost of the

players neglecting their safe arms; and simultaneous experimentation equates

to letting multiple players play their risky arm at the same time.

The treasure-hunt problem in continuous time, with discoveries made (on

the right island) under a Poisson process, and with constant marginal cost, is

in fact isomorphic to the social-planner’s problem in Klein and Rady (2011)

(henceforth, KR). KR studies strategic public experimentation on risky arms

that are perfectly-negatively correlated across players. Both players have a risky

arm, one and only one of which is productive.

We exploit this isomorphism to characterize the optimal research strategy

in the multi-choice experimentation problem:

(a) If the cost of research is low and/or the discount rate is high, the

decision maker begins with both projects at once when her prior is diffuse.

Otherwise, she focuses on the project she assesses as likely to be the fruitful

one. If enough time elapses with no successes, she eventually takes on both

projects simultaneously — despite the higher costs and the fact that one of them

is doomed to fail.

(b) But if the costs of the projects are high, and if the discount rate is high

(or the arrival rate is low), she either does no research at all — if her prior is

sufficiently diffuse — or she works on only one project and eventually gives

up if she does not succeed.

What if some of the treasure spills on the other island during the ship-

wreck? Now, finding some gold need not mean that we are on the island

hiding the main treasure. In research, even if a theoretical conjecture proves

false, parts of it could be true; a medical treatment may help with side effects

even if it ultimately proves ineffective in curing the disease; and a mismatch

employee can still make contributions to the company.

The case where even the bad arm is “productive,” albeit at a lower rate,

is related to Keller and Rady (2010, henceforth, KR2). In KR2, players have
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identical copies of a Poisson risky arm; here, however, the arms are negatively

correlated. There are two opposing forces affecting the length of experimen-

tation. On the one hand, the opportunity cost of experimenting is lower, as

all successes yield rewards. On the other hand, due to the presence of “false

positives,” the informativeness of successes is also lower.

We show that, when the optimal strategy prescribes no research at inter-

mediate beliefs, the range of such beliefs is wider than before: Conditional

on no successes, the decision maker gives up faster. While arrivals are less

informative now, the lack thereof is more informative. Now, this does not

mean that, unconditionally, the agent experiments “less”; arrivals will make

the posterior jump away from the mid range.

When simultaneous research is prescribed, the solution can only be charac-

terized implicitly, and so direct comparisons to the original case are precluded.

Nonetheless, we argue that, conditional on no arrivals, the researcher switches

to simultaneous experimentation faster. Of course, this does not imply that our

decision maker spends less time on single projects unconditionally.

Our researcher experiments on both projects at once if she is sufficiently

uncertain. In Moscarini and Smith (2001), experimentation “accelerates” as the

decision maker becomes more confident. The difference in experimentation

patterns is due to the fact that observations and posteriors in Moscarini and

Smith (2001) always change gradually over time, so experimentation is more

costly when it takes longer for the posterior to reach decision thresholds.1

Bergemann and Välimäki (2001) study a multi-choice bandit problem with

countably many ex-ante-identical arms, and with no marginal cost to choos-

ing multiple arms; however, they show that their solution fails if there are

only finitely many arms. Francetich and Kreps (2016) allows for more than

two arms and for a more general correlation structure, thereby precluding

tractable solutions. Instead, the paper investigates the performance of several

decision heuristics.

1I thank an anonymous referee for pointing out that, with constant marginal costs and in
discrete time, the experimentation pattern in Moscarini and Smith (2001) indeed reverses.
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2 Multi-agent Experimentation as a Multi-choice Bandit

A decision maker (DM) can experiment on up to two projects, projects 0

and 1. These two projects correspond to the two players in KR. There is a

(flow) cost c > 0 to undertaking each project; this cost represents, for instance,

wages or fees.2 The reward from successes is normalized to 1. One and only

one of the projects can produce successes, just as how one and only one of

the players has a “good” risky arm in KR; successes arrive for the “good

project” according to a Poisson processes with arrival rate λ > c. Payoffs are

discounted at the rate ρ > 0.

Let π ∈ [0, 1] denote the belief that project 0 is the fruitful one; the prior is

denoted by π0. Given beliefs π, instant payoffs are λπ − c if the DM works on

0; λ(1 − π)− c if the DM works on 1; λ − 2c if the DM works on both at once;

and 0 otherwise. These payoffs correspond to the social surplus (net of the

opportunity cost) in KR when only player 0, only player 1, both, and neither,

play their risky arm, respectively.

To characterize the first best, KR identify two regions of the parame-

ter space, called low and (intermediate plus) high stakes. The case of low

stakes translates to the case of costly research: ρ(2c − λ) > λ(λ − c). Under

costly research, simultaneous research is not profitable ex post (c > λ/2); its

only rationale would be information, but the DM is too impatient to value

information (ρ > λ(λ − c)/(2c − λ)). The case of high stakes represents

the case of beneficial research: ρ(2c − λ) ≤ λ(λ − c). We have beneficial re-

search if either research is cheap (c ≤ λ/2) or the DM is sufficiently patient

(ρ ≤ λ(λ − c)/(2c − λ)).

The next result presents what Propositions 1 and 2 in KR teach us about

our multi-choice bandit problem. Define the cutoff beliefs π1 := cρ

λ(λ+ρ−c)
and

π2 := λ(λ+ρ)−cρ

λ(λ+ρ+c)
.

2While there is no explicit cost in KR, there is the opportunity cost of forgone risk-free
flow rewards from the safe arms, which they denote by s > 0.
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Theorem (Optimal strategy). Under costly research, the optimal strategy dictates

working on project 0 if π > π1, on 1 if π < 1− π1, and otherwise on neither. Under

beneficial research, we have: Working on 0 if π > π2, on 1 if π < 1 − π2, and

otherwise on both.

If the DM is confident enough about a project, she starts working on it

exclusively. While no arrivals occur, she becomes progressively pessimistic

about this project (and progressively optimistic about the other one). Under

costly research, her posterior does not move far enough to switch to the other

project, and she eventually gives up. But under beneficial research, instead,

she takes on the other project without setting the “failing” one aside — despite

the higher cost and the negative correlation.

In general, the intuition for simultaneous research is simply that the cost

of the additional experiment is smaller that the marginal benefit. To our DM,

this marginal benefit is the value of the additional information she gathers:

Experimenting on both projects, she can observe the earliest next arrival, and

she does not update her beliefs from lack of arrivals. In KR, it is the value of

the information I can learn from my opponent: If we are both failing, I am not

discouraged by my failing; and if my opponent succeeds, I can give up and

switch to my safe arm faster.

3 Productive Bad Project

When the bad project can also produce successes, we eventually encounter

some success regardless of what project we undertake; but due to the presence

of false positives, uncertainty is never fully resolved. In the event of an arrival

from a project, the posterior that said project is the good one jumps up, but it

does not jump all the way to 1.

Let λ > 0 be the arrival rate of the bad project. We assume that λ − c >

0 > λ − c, so that only the good project is worthwhile ex post. The pattern

of experimentation is similar to the case where λ = 0, but some interesting

comparative statics emerge.
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The case where the DM experiments on at most a single project is formally

almost identical to Proposition 1 in KR2. The optimal strategy is characterized

by the cutoff belief:

π3 :=
(c − λ)μ

(λ − c)(μ + 1) + (c − λ)μ
,

where μ is the positive root of the function f (x) = ρ + λ − Δλx − λ
(
λ/λ

)x
.

In KR2, it is efficient for agents to experiment on their risky arm if π > π3,

and to choose their safe arm otherwise. In our multi-choice bandit, the DM

experiments on project 0 for beliefs above π3; she experiments on project 1 for

beliefs below 1 − π3; and she gives up otherwise.

This multi-choice strategy requires that π3 > 1
2 , a condition that is equiva-

lent to the following characterization of costly research: (a) λ + λ < 2c, and

(b) ρ > Δλ

(
λ − c

2c − λ − λ

)

+ λ

(
λ

λ

)
(

λ−c
2c−λ−λ

)

− λ

(see Proposition OA1 in the online appendix). Condition (a) says that, ex-

post, taking on both projects at once is not profitable; condition (b) says that

the DM has to be sufficiently impatient. These two conditions reduce to the

characterization of costly research in section 2 when we set λ = 0.

How does the threshold π3 compare to π1, its counterpart when λ = 0? If

both the difference in arrival rates Δλ = λ − λ and the cost c are sufficiently

large (Proposition OA2), or if λ is sufficiently small (Proposition OA3), then π3

is higher than π1. As even the “bad project” produces successes, the absence of

arrivals is worse news about the project than it was before. Thus, conditional on

the project failing to produce successes, the DM gives up faster. Of course, this

does not mean that, unconditionally, the DM experiments “less”: Observing

an arrivals will make the posterior jump away from the cutoff, and lead the

DM to spending more time on the given project.

The case of beneficial research in this setting is, unfortunately, significantly

harder to characterize. As before, it involves characterizing a cutoff π4 > 1
2
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such that the DM focuses on project 0 for beliefs above π4, on project 1 for

beliefs below 1 − π4, and otherwise works on both projects at once. But now,

the posterior can jump either up or down, to places where the continuation

value is endogenous.

To be more precise, the value function on the range [1 − π4, π4], satisfies

the following equation:

(ρ + λ + λ)w(π) = ρ(λ + λ − 2c) + Λ(π)w(j+(π)) + Λ(1 − π)w(j−(π)),

where (following KR2) Λ(π) = λπ + λ(1 − π), j+(π) = λπ
Λ(π) , and (for the

present problem) j−(π) = 1 − j+(1 − π). If λ = 0, we have that j+(π) = 1,

j−(π) = 0, and w(1) = w(0) = λ − c, regardless of the value of π: If only the

good project can yield successes, the uncertainty is resolved as soon as the first

success is observed. Now, solving for w(π) in this range involves anticipating

at where the jumps will place the posterior, and what the continuation value

is thereupon — both of which depend on the parameters.

While a complete characterization of the value function on this region is

beyond the scope of this note, the online appendix provides additional details

of its construction.3 Nonetheless, we argue that π4 > π2 (Proposition OA4).

As it is less costly to take on both projects when both produce successes, if

the DM starts working unsuccessfully on project 0 alone, she takes on project

1 as well earlier than she would if only one of the projects can work out.

4 Conclusion

The problem of multi-choice experimentation is analogous to the first-best

problem of multi-agent experimentation with public information. This article

exploits the analogy by employing the efficiency benchmark in KR to shed

light on multi-choice experimentation, and extends the analysis to the case

where even the bad project can yield successes, similar to KR2.

3The equilibrium analysis in KR2 involves a similar construction, but one where only
upward jumps on the posterior can occur.
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Another interesting extension is motivated by the recruiting example.4

Imagine that the applicants must exert unobservable effort to produce out-

put or breakthroughs. Now, we have a moral-hazard problem: For poor

performance to be informative of productivity, rather than being simply a

reflection of shirking, wages and compensations must incentivize the agents

to work hard. How much effort should the agents be induced to exert, that

is, how much data does the principal want to collect, and how should the

labor contracts be designed to provide the right incentives? This is an exper-

imentation problem with endogenous cost of experimentation, given by the

cost of providing incentives, and with the quantity of information also given

endogenously by the target level of effort.
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